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Abstract - Since the beginning of the years
2010, achievements in reinforcement learning
haven’t stop to emerge. Particularly, a lot of
new algorithms derived from the merge be-
tween Deep Learning and Reinforcement Learn-
ing have proved their effectiveness. The biggest
demonstrations that have been effectuated were
on Atari Games and Dota2 thanks to algorithms
developed respectively by DeepMind and Open
AI. Indeed, in both cases, human being were de-
feated. This paper tried to give the explanations
behind these breakthroughs.
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I. INTRODUCTION

The notion of Artificial Intelligence is ap-
peared with Alain Turing and his well-known "Test
of Turing" to determine if a computer can mimic
a human conversation. This test is exhaustively
explained in the article "Computing Machinery
and Intelligence" published in Mind (1950) [1].
Methods and algorithms have evolved constantly
since this memorable paper but the concept of
Artificial Intelligence have always been the same :
it’s intelligence demonstrated by machines. With the
development of data collection and the phenomenon

of Big Data, a particular area of Artificial Intelli-
gence is on the rise : Machine Learning. Actually,
breakthroughs has emerged one after the other since
the 21th century. Moreover, there are plenty of
articles, researches or applications about this field.
Machine Learning is divided in three principal cat-
egories : supervised learning, unsupervised learning
and reinforcement learning [2] (in fact there is one
more : semi-supervised learning). The first two are
often described like the two main types of tasks in
machine learning and overall opposed. Effectively,
supervised learning needs labeled data, gives feed-
back and is used to predict a result whereas the aim
of the other is to find some connections between
data without any labels or feedback. Reinforcement
learning has a very different approach from the
others : the goal is to teach to an agent how to
act in an environment.

First of all, this paper will detail the re-
inforcement learning’s basics such as the relation
to Markov Decision Process or the difference be-
tween model-based and model-free learning. Then,
it presents algorithms used by DeepMind and Ope-
nAI which are the principal actors of deep rein-
forcement learning.

II. REINFORCEMENT LEARNING

A. EXPLORATION AND EXPLOITATION

Reinforcement learning is a kind of learning
based on a couple action-reward and inspired from



animals or human learning. For example, when a
baby begin to walk, his natural instinct push him
to go everywhere and test everything. The result
of these actions can be beneficial or not and kids
will learn like that. In fact, reinforcement learning
is built with the same approach and can be define
easily with five terms :

1) agent : the one which learn
2) environment : where the agent evolve (real or

virtual)
3) state : position of the agent in the environment
4) action : what the agent does from a state
5) reward : feedback of an action from a state

In fact, whatever the action taken by an agent from
a state, a reward will be given to him by the
environment and it gives an information about how
this action was : positive, negative or null [3].

Figure 1 : Typical framing of reinforcement
learning scenario

The scenario in Figure 1 shows exactly how an
agent evolves in its environment at each stage. Re-
inforcement learning aims to maximize this reward.
The higher it is, the better the agent learns. Two oth-
ers notions appears with this goal : exploration and
exploitation. They can be associated to human being
again. Indeed, when someone wants to eat outside,
he has two options : go to a restaurant where he
knows the food or try another one which may be
tasty or not. In one hand the model makes new
actions to discover the environment and perhaps
obtain a huge reward. In the other hand he takes

into account all the previous actions and satisfies
himself with the reward known. However, in the
two cases the choice isn’t optimal. In fact, the best
solution is to do a mix between exploration and
exploitation to get the ideal goal. An algorithm
illustrates that : ε-greedy [4]. Basically, greedy
algorithms are described like taking the best action
at the T moment. This one inserts a randomness in
his decision which is represented by the value ε (∈
[0, 1]). Effectively, whether take the best choice for
a probability 1 - ε whether make a new action for a
probability ε. So, the higher is ε the more the agent
explores his environment. According to experiments
of Scientists, it should be high at the beginning and
decrease progressively. Precisely, the sequence of
these choices represents the evolution of an agent
in his environment and it matches perfectly to a
concept called Markov Decision Process.

B. MARKOV DECISION PROCESS

A Markov Decision Process is defined as
a discrete time stochastic control process : it’s a
framework that helps an agent to make choice. In
fact, a Markov Decision Process is built with a finite
sets of states S and actions, a probability Pa(s, s’)
to take an action a in state s (at time t) which lead
to state s’ (at time t+1) and a reward Ra(s, s’) to go
from state s to state s’ with an action a [5]. These
parameters sounds familiar because there are closed
to a model of reinforcement learning. However, the
policy, i.e. a sequence of actions by state which
lead to a final state, and the value function are
other important notion of Markov Decision Process.
The aim is to find the optimal policy (N.B : similar
to the ideal goal of reinforcement learning). There
are two methods to solve it, value iteration and
policy iteration, of which approaches are based on
different value function. The state-value function
V(s) which indicates the interest to be in a state
s and the action-value function which scores the
fact to take an action a from a state s. The policy
iteration is the optimization of the policy via state-
value function until have the optimal one whereas
the value iteration is obtain the best action-value
function and then calculate the associated policy.



Figure 2 : Algorithm steps of value iteration

Figure 3 : Algorithm steps of policy iteration

In chess, before making a move, a player
imagines the next moves of his opponent (and
himself), to be sure that he will do the right action.
In fact, chess players create a whole succession of
actions before taking the first one. The previous
algorithms are based on this type of thoughts. From
the first results (N.B : initialization values), theses
algorithms build a model and use it to simulate
the subsequent actions of the agent. Then, the
results are returned by applying these actions to the
constructed model : it’s called model-based rein-
forcement learning. In fact, Reinforcement Learning
algorithms based on Markov Decision Process are
divided in two parts : model-based and model-free.
Whether in chess or with algorithms, model-based
methods are built on assumptions and can lead to
erroneous results. Indeed, if the model is inaccurate,

the risk is to learn with something very far from
the original environment. In contrast, model-free
methods are really closed to reality. Following the
previous example, this time, the chess player will
make his moves and learn from the result, i.e. his
opponent’s move. One of the most known model-
free algorithm is Q-learning.

C. Q-LEARNING

With an algorithm such as Q-learning, the
agent needs to explore his environment and learns
from his actions, whether there are positives or not.
The basic idea of this method is to calculate the
maximum of the expected future rewards for action
at each state [6]. Then appears the Q-table which
is an important notion of this algorithm. In fact,
this table stores the Q-value obtained from each
action-state and so it represents more or less the
environment. The Bellman equation [7] gives this
value from the expected cumulative reward where
γ represents the discount rate (γ ∈ [0, 1]), i.e. the
higher it is the more distant rewards are important.

Qπ(s, a) = E[γt ∗
S∑
t=0

Rt+1(s, a)]

The first step of the process is to create the Q-table
with the following parameters : n columns for the
number of actions and m rows for the number of
states and to initialize the whole values to zero.

Figure 4 : Example of a basic environment (left)
and its Q-table (right)



Then, there is the choice and the achievement of
the action. With this part, the concept of exploration
and exploitation trade-off comes into play with the
ε-greedy strategy. As it’s explained previously, at
the beginning, the ε parameter will be higher and
it will decrease progressively. The logic is that in a
first time the agent discover the environment. And
in a second time, he will exploit his knowledge to
make the best actions. Once the action is chose and
performed comes the final step which is the update.
The Q-table must be changed with the value of the
action-state, where α is the learning rate (α ∈ [0,
1]) which averages modifications.

Qnew(s, a) = Q(s, a)+α∗[R(s, a)+γ∗max
a′

Q(s
′
, a
′
)−Q(s, a)]

This procedure of learning can be repeated as
much as as need, i.e. until the agent has enough
information to always choose the best action thanks
to the Q-table. The example on Fig.4 shows an
environment with only nine states. Now, take the
case of an elevator group control [8] with four
elevators and ten floors : it makes a lot of state
and a huge Q-table. Apply Q-learning algorithm
to this kind of cases is impossible because of
the computational power. It’s exactly why Deep
Learning and Reinforcement Learning merged.

III. DEEP REINFORCEMENT LEARNING

A. DEEP Q-NETWORK

Q-learning faces a problem of memory and
high computation requirement if the combination of
states and actions are too large. DeepMind released
an algorithm of Deep Reinforcement Learning in
2015 named Deep Q-Network. With this new ap-
proach, DeepMind trained an agent to 49 classic
Atari 2600 computer games with only pixels and
game score as inputs for the neural network [9].
The agent surpassed the performance of all previous
algorithms and obtained a score better than a human
game tester in more than half of games. Theses
results have been achieved thanks to Deep Learning
and mostly to a convolutional neural network. How-
ever, instead of taking a state and an action, like Q-

learning, this latter has only one input (the state) and
give as many outputs (Q-values) as possible actions.
The approach of DQN is to give from those outputs
the best action to take basing on the higher value.

Figure 5 : Architecture of neural network (left to
right) : input / convolutional layer 1 et 2 / fully

connected layer / output

Deep Q-network is built with an particular ar-
chitecture based on convolution layers and fully-
connected layers. The input is a stack of 4 previous
frames (size : 4x84x84) which have been prepro-
cessed to reduce computation time in the training
step. The preprocessing of these frames focuses
notably on switching from RGB to grayscale (N.B.
from 3 channels to 1) and skipping useful areas.
Furthermore, several images are needed to have
information on motion and particularly where and
how fast objects are moving. The convolution layers
(size : 16x8x8 and 32x4x4) are used to exploit
spatial relationships in images and spatial properties
across frames of the stack. These layers are built
with an activation function (provides an usable
output from information of a layer) named ELU
which is effective for convolution layers. The role
of the fully connected layers (size : 1x256 and 1xN
where N is the number of possible actions) is to
produce Q-value estimation for each action from the
outputs of the previous layer. So, this architecture
gives a vector of Q-value from a state, and as Q-
learning, the higher value defined the best action.
Furthermore, this convolutional neural network used
the Bellman equation as an iterative update by
minimizing the loss function, i.e. error between
prediction and target (where θ are the weight of
the network and i the number of the iteration).

L(θ) = E[(R(s, a, s
′
) + γ ∗max

a′
(Q(s

′
, a
′
, θ))−Q(s, a, θ))

2
]



Through this algorithm, the results of the
first iterations are often bad and improves pro-
gressively because the network needs to learn and
update its weights. However, using deep learning
with reinforcement learning bring some challenges.
Actually, in supervised learning, data needs to be
independent and identically distributed (i.i.d.) and
labels are often the same. There is a stability of
inputs/outputs that gives neural networks good per-
formances and which doesn’t fit with reinforcement
learning. Effectively, the weights of Q-network are
always updated to obtain a better estimation of
Q-values and the images given in input are cor-
related and evolved progressively. So, these two
phenomenons have an important part of respon-
sibility in the instability of DQN. Solutions have
been included in this latter to resolve these issues,
named target network and prioritized experience
replay [10]. In fact, the first one consists simply
to create an other network which is never updated
to retrieve Q-values. After a choose beforehand
number, the two networks are synchronized. That
fix the problem of the always changing targets. The
second one consists to put the video frames into
a buffer and to take a batch of samples (size 32)
to train the network. And, because some of these
batches are more important than others, they must
be sorted by a criterion which define the priority of
each experience. This preference value is calculated
from the difference between the prediction and the
target. And the higher the error is the more an
experience have something to teach to the network.
This first solution doesn’t just fix the problem
of correlation between inputs, it ameliorates the
selection of rich experiences. However, these so-
lutions bring changes in the training of the neural
network. In fact, in one hand there is an other
neural network and in the other hand there is a
bias associated with the priority of experiences. In
fact, those with the highest priority are more often
selected than the others, which has an impact on
updating the weights. Thus, instead of applying loss
function every iteration and on the same network,
it is calculated after a sequence of iterations (at
the iteration i) and taking targets from the target
network (θ−).

Li(θi) = E[(R(s, a, s
′
)+γ∗max

a′
(Q(s

′
, a
′
, θ
−
i ))−Q(s, a, θi))

2
]

Moreover, the weights corresponding to high-
priority samples have very little adjustments
whereas those corresponding to low-priority sam-
ples will have a full update.

Other improvements have been proposed
with Deep Q-Network : Double DQNs introduced
by Hado van Hasselt [11] and Dueling DQN. The
first method handles the problem of the overestima-
tion of Q-values. Actually, throughout the calcula-
tion of targets, it’s possible to obtain false positives,
i.e. suboptimal actions associated with the higher
values which are noisy. The more experiences have
been tried the more DQN is accurate for the Q-
values. So, at the beginning of the training, where
there aren’t enough information, the algorithm is
more likely to give non-optimal actions. This phe-
nomenon has an harmful impact on the learning
because it’s based on wrong outputs. To face this
bias, Hado van Hasselt has proposed to built two
Deep Q-Network : one to calculate the Q-value and
the other to chose the action. Previously, one of the
solutions detailed was to create a target network and
the double DQNs algorithm re-takes this tip. Indeed,
the target network is used to estimate the Q-value
while the "normal" network chooses the best action.
This improvement for Deep Q-Network fixes the
overestimation problem and brings a more stable
and faster training. The second method fixes the
problem of variability in those values by exploiting
the possible decomposition of the Q-value. In fact,
this latter scores the fact to be at a state and to
taking an action from it, so it is the sum of the
value of being in a state V(s) and the advantage to
take an action from this state A(s, a).

Q(s, a) = A(s, a) + V (s)

The approach of the duelling DQN is to separate
the estimator of both elements and then to combine
them. It seems to be similar to a normal DQN,
but by decoupling the estimation, the algorithm can
know which states are valuables without having to



learn the whole Q-values. This is particularly useful
to skip the learning of actions that do not affect the
environment and so to reduce the computation time.

B. PROXIMAL POLICY OPTIMIZATION

Despite of their remarkable successes, no-
tably DQN, algorithms using value function are
used on discrete action spaces (e.g. Atari Games)
and haven’t demonstrated their performances on
continuous control tests [12]. An other sort of
process can be used to fit to these issues : pol-
icy gradient methods. These latter need masses of
samples and so several learning phases and a lot
of them, such as Trust Region Policy Optimization,
which is in addition hard to implement, faced to
these problems. Furthermore, reinforcement learn-
ing, compared to supervised learning, need a lot of
adjustments on hyper parameters. That’s for these
reasons Open AI released Proximal Policy Opti-
mization having for purpose to make an algorithm
with an ease of use, i.e. with tuning on few hyper
parameters, and also good performance. In fact, it’s
a success because, Open AI has started to defeat
amateur human teams at Dota2.

Both last algorithms explained in this paper
used value-function based methods, i.e. the action
to take is defined by the higher Q-value of the state.
The policy applied by the agent exists thanks to the
estimation of those one whereas the policy based
method completely to the opposite. Indeed, the pro-
cess focuses directly on the policy, i.e. the mapping
of actions to states. Instead of using Q-values as
in Q-learning and DQN, actions are selected with-
out using value function and policy is optimized
from the whole rewards. The method used by the
Proximal Policy Optimization algorithm, detailed
after, is "hybrid" and called Advantage Actor Critic
[13], based on two neural networks, a Critic which
estimates the value function and an Actor which
controls the policy. Instead of waiting until the end
of the episode like in policy-based method, policy
is updated at every step. Effectively, the Actor is
modified on the estimation of the Critic, i.e. thanks
to the value function and not anymore to the whole

reward. So, the concept of this method is to have
two neural networks which run in parallel and of
which weights are optimized separately through
ascent gradients. As it’s detailed previously in the
explanation of duelling DQN, Q-value is separated
in the value of being in a state V(s) and the
advantage to take an action from this state A(s, a).
Precisely, this latter is used to avoid the variability
of those.

A(s, a) = Q(s, a)− V (s)

This function can determined how to update the
Critic by comparing the action to take (Q(s, a))
and the average of actions (V(s) ). So, whether the
advantage value is positive, i.e. that the action is
judged better and the gradient is pushed on that
direction whether it is negative and so it’s the
contrary.

∆θ = α ∗ ∇θ ∗ log πθ(a|s) ∗A(s, a)

Note that thanks to the Bellman equation, the ad-
vantage can be rewrote so the Actor can store only
one value function which is V(s).

A(s, a) = R(s, a, s′) + γ ∗ V (s′)− V (s)

Moreover, to optimize policy update, this algorithm
uses an objective function based on the advantage
and the probability of taking an action in a state,
where E denotes the empirical expectation over
timesteps.

L(θ) = E[log πθ(a|s)) ∗A(s, a)]

By taking gradient ascent, the agent is pushed to
take actions that lead to higher rewards and avoid
bad actions. But the central challenge to obtain good
results is the choice of stepsize : if it’s too small,
the process progresses slowly whereas if it’s too
large there is too much variability in the training,
i.e. the signal is flooded in the noise. Moreover,



the problem is also the huge size of policy update
which can lead to an instability of the Actor.

PPO, and also TRPO [14], improve in their
objective function. In fact, instead of log pi to trace
the impact of actions, these latter use a ratio r(θ)
between the probability of an action with the current
policy and the older one.

L(θ) = E[
πθ(a|s)
πθold(a|s)

∗A(s, a)] = E[r(θ)∗A(s, a)]

This ratio indicates which policy is better. Indeed,
whether the value is superior to 1 so the action is
more probable with the current one whether it’s the
contrary. Furthermore, the problem of policy update
is fixed, only by PPO, through the introduction of
the Clipped Surrogate Objective Function. This lat-
ter is upgrade with a constraint applied on the ratio,
which is, as indicates by its name, clipped in a range
(r(θ) ∈ [1-ε, 1+ε]). Thanks to ε (equals to 0.2 in the
PPO paper [15]), which is an hyper parameter, the
policy upgrade is not too large because the variation
between the new and the old policy is reduced. Note
that TRPO fixed also that issue but with an approach
much complicated to implement and which takes
more computation time.

L(θ) = E[min(r(θ)∗A(s, a), clip(r(θ), 1−ε, 1+ε)∗A(s, a))]

So, this new objective function takes the minimum
of the basic one and the clipped one, i.e. the final
objective is a lower bound of the basic objective
function. In fact, based on the previous explanation
with the advantage positive (or negative), instead of
increase (or decrease) by a huge factor, the policy
update is restricted. So, the purpose of this clip is
to limit the variation of the policy from a step to
an other.

IV. CONCLUSION

Through this paper, issues about deep re-
inforcement learning have been spotlight. Indeed,

whether it is a value function or a policy optimiza-
tion methods, the computation time and stability of
learning are the most important aspects to monitor.
Moreover, algorithms used at the stammering of
reinforcement learning, although surpassed, have
served to algorithms like PPO and DQN. Further-
more, these latter are constantly ameliorated to
solve those issues as it’s demonstrated in this article.
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