
Chapter 1

Synthetic mobility traces
for vehicular networking

1.1. Introduction

During the last decade, the research on vehicular networks has led to the proposal
of countless network solutions specifically designed for vehicular environments. Such
solutions encompass all network paradigms,with original algorithms and architectures
proposed for next-generation roadside cellular access networks, pure vehicular ad hoc
networks, and opportunistic disruption-tolerant vehicular networks.

When such vehicular network solutions target vast deployments that comprise tens,
hundreds or even thousands of cars, simulation is the mean of choice for their perfor-
mance evaluation. Indeed, large-scale experimental testbeds are too expensive and
complex to scale to more than a few communication-enabled cars, while comprehen-
sive analytical approaches are often untraceable from a mathematical viewpoint.

The reliability of simulative evaluations has thus emerged as a critical aspect to
the performance analysis of vehicular networks. A major role in achieving such a
reliability is played by the representation of car mobility in simulation. As a matter
of fact, the road traffic dynamics are the most distinctive feature that tells vehicular
environments apart from other mobile scenarios. The vehicular mobility determines
the node (from an ad hoc perspective) or user (from the poit of view of the cellular
access infrastructure) movement, which, in turn, drives the topology of the network
(ad hoc scenario) or the user demand (cellular scenario).
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As repeatedly proven in the past [BAI 03, FIO 08, VIR 11], the movement of
vehicles can dramatically affect the behavior of network protocols, and an incorrect
representation of car traffic can lead to misleading performance results and wrong
conclusions, even if the network-level simulation is flawless. As a result, it is today
widely acknowledged that, for the results of a vehicular network simulative campaign
to be credible, the latter must build on mobility traces that faithfully capture the unique
macroscopic and microscopic dynamics of car movement patterns.

The safest approach to the generation of mobility traces for vehicular network
simulation would then be to extract mobility patterns from a direct monitoring of real-
world road traffic. Indeed, projects aiming at tracking and logging car traffic in the
real world have first appeared during the first half of the past decade [JET 03, BUR 06]
and have since then grown in number and scale [HUA 07, SED 08, DOE 10, ZHA 10,
YUA 11]. However, the resulting traces are today limited to subsets of specific vehi-
cles, e.g., buses or taxis, and typically exhibit reduced temporal detail, i.e., order-of-
minute position information updates. As a result, these traces are mainly employed
for the performance evaluation of applications based on delay-tolerant or opportunistic
networking paradigms. However, it is clear that significantly higher penetration rates
and time granularity are needed for more general use cases. An interesting break-
through in the collection of real-world vehicular movement data could be provided by
the diffusion of recent navigation systems [TOM 10, MEI 11], that periodically com-
municate car position information to traffic management centers. Although this may
greatly help real-world traffic tracking to scale up, it easy to foresee that market rules
and privacy concerns will hinder the public disclosure of such data, similarly to what
happens today with the mobile access network logs of telecom operators.

As a consequence, synthetic vehicular mobility traces have emerged as the most
viable solution to represent node or user dynamics in network simulation. The gener-
ation process of such synthetic traces has drastically improved over the last few years.
The simplistic stochastic models employed in early works [DAV 00, BAI 03] have
been replaced by random mobility over realistic road topologies [SAH 04] at first, and
by microscopic vehicular models borrowed from transportation research [JAA 05]
later on. These features were then included in dedicated simulation environments, and
integrated with road signalization [KRA 02, HÄR 11]. Since then, vehicular mobil-
ity simulators have been growing their complexity and features, allowing to accurately
simulate the individual movement of vehicles over realistic road topologies [HÄR 09].

In this Chapter, we will provide a comprehensive survey on the generation of ve-
hicular mobility traces for network simulation. An introduction to the process of gen-
erating synthetic mobility traces is presented in Sec. 1.2, where we also briefly outline
the history of synthetic vehicular mobility generation. Sec. 1.3 then provides a taxon-
omy of the most important tools employed in the process above, i.e., the microscopic-
level simulators that are available today for the generation of vehicular mobility traces.
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The outcome of the process, i.e., the mobility traces that are publicly available for the
simulation of vehicular networks, are then presented in Sec. 1.4.

1.2. Generation process

When simulating inter-vehicular applications, the crucial role of synthetic vehic-
ular mobility traces has been illustrated by multiple studies [FIO 08, SOM 11]. As
illustrated in Fig. 1.1, the generation of realistic synthetic traces of vehicular mobil-
ity builds on three major components mutually influencing each others, i.e., the road
topology information composingMotion Constraints, and the microscopic flow de-
scription and the macroscopic traffic description, composingTraffic Demands. Traffic
demands provide a description of the desired mobility, whereas motion constraints
limit them. In this Section, we introduce such components, outlining their importance
to the realism of the resulting movement trace. Discussing the different components
in the order above also gives us the opportunity to review the evolution that the simu-
lation of road traffic for vehicular networking has undergone during the last decade.
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Figure 1.1. Concept map for synthetic vehicular traces, where the two main
blocks are enriched with added blocks and features providing an increased

accuracy.

1.2.1. Road topology database

Early works on vehicular networks used to employ very intuitive representations
of car mobility. The very first simulations of vehicular networks constrained the car
movement over simplistic graphs, so as to mimic traffic dynamics over a street layout.
These graphs were typically regular grids [DAV 00, BAI 03], also referred to as Man-
hattan scenarios and depicted in Fig. 1.2(a), or simple user-defined layouts [TIA 02],
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(a) Manhattan grid (b) User-defined (c) Voronoi

(d) TIGER (e) GDF (f) OSM

Figure 1.2. Road topology database examples.

as in Fig. 1.2(b). Automatic road topology generation was also explored, by leveraging
clustered Voronoi tessellation [HÄR 11], which led to layouts such as that portrayed
in Fig. 1.2(c). However, all these approaches did not yield a sufficient level of realism,
and were soon abandoned.

Real-world maps started then to be used to model the movement-constraining
graph. The U.S. Census Bureau TIGER database [BUR 12], providing complete topo-
logical information on the whole US road network and being freely accessible, became
especially popular to that end. Notable works employing the TIGER database include
are those in [SAH 04, NAN 06], while an example of TIGER road layout is depicted
in Fig. 1.2(d). Another source of road topology information that became quite popular
was the Ertico’s Geographic Data File (GDF) database [ERT 12]. The GDF format
was more complete than the TIGER one, but the two databases were complementary,
as the Ertico one provided topology information of European cities. The GDF format
was employed, e.g., in [HÄR 11]. A sample road topology is shown in Fig. 1.2(e).

More recently, the success of the OpenStreetMap (OSM) [OPE 12] initiative has
granted to the OSM format a de-facto standard status. The OSM initiative applies the
open-source concept to road cartography, and thus provides freely exportable maps of
cities worldwide, which are contributed and updated by a vast user community. Map
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information includes roads, railways, buildings, and Points of Interests (PoI) such
as parks, commercial centers, leisure centers and commercial activities. The OSM
road information is generated and validated by the user community through satellite
imagery and GPS traces, and is commonly regarded as the highest-quality road data
publicly available today. Indeed, the accuracy of OSM street layouts, comprising
highways, major urban arteries and minor roads, often matches that of proprietary
ones such as, e.g., Google Maps or Mappy, especially for large cities. An example of
OSM topology is provided in Fig. 1.2(f).

1.2.2. Microscopic traffic flow description

The second key component in the generation of vehicular movement traces is the
microscopic-level mobility model. This model controls the acceleration (possibly de-
celeration) of an individual car at each time instant, thus determining its speed over
time. Diverse microscopic mobility models can have very different levels of detail.
Below, we provide an overview of the evolution of microscopic mobility modeling for
vehicular network simulation over the last few years. For a more complete discussion,
we refer the reader to [FIO 09].

Early works on the simulation of vehicular networks employedstochasticmicro-
scopic mobility models, that, in their simplest implementation, assigned to each ve-
hicle a random speed in a predetermined speed range. The vehicle then traveled at
such a constant speed during its whole trip. Basic stochastic models were employed,
e.g., in [DAV 00, TIA 02, SAH 04]. In the latter work, the speed range was made
road-dependent, and obtained as[vmax− δ, vmax+ δ], wherevmax was the maximum
speed allowed on the current road, andδ a tunable value.

These models are clearly not representative of a real-world driver behavior, since
they completely disregard the fact that the speed of each vehicle depends on the pres-
ence of other vehicles nearby at least. As a result, vehicles can, e.g., travel one over
the other and cross an intersection at the same time. A more complex stochastic model
was introduced in [BAI 03], so as to avoid that vehicles could travel over each other.
The proposed model, namedFreewaymodel, still employed random speed decision,
but forced each driver to maintain a speed lower than that of the preceding vehicle.
However, the Freeway model was proven to yield properties very far from the mini-
mum requirements demanded for a realistic microscopic mobility simulation [FIO 08].

A few microscopic mobility models were proposed by leveragingtraffic stream
properties of road traffic. These models looked at vehicular mobility as a hydro-
dynamic phenomenon and related the three fundamental variables of velocityv (in
km/h), densityρ (vehicles/km), and flowq (in vehicles/h), according to the fundamen-
tal equation

∂ρ

∂t
= −

∂q

∂x
= −

∂ (ρv)

∂x
. (1.1)
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As a result, the speed of a vehicle was determined according to the road traffic in-
tensity over the road segment it was travelling on. Examples of traffic stream models
employed in the vehicular networking literature can be found in [SES 92, RUD 02].
Although they represent an improvement with respect to stochastic models, traffic
stream models yield a limited level of detail, e.g., forcing all the vehicles on a same
road segment to travel at the same exact speed. As such, traffic stream models were
also proven not to be a solution for the simulation of vehicular networks [FIO 08].

A significantly higher level of realism is provided bycar-following models, that
describe the behavior of a driver depending on the state of its neighboring vehicles.
Most car-following models determine the acceleration of a vehicle in relation to the
state of the car in front. A general expression for a car-following model is

dvi(t)

dt
= f(vi(t), vj(t), xj(t)− xi(t)), (1.2)

wherevi(t) andxi(t) are the speed and position of vehiclei at timet. The equation al-
lows to compute the acceleration ofi, depending on the absolute and relative speed of
both vehicles, as well as their distancexj(t)−xi(t). Examples of car-following mod-
els employed in the simulations of vehicular networks abound, and include the Intel-
ligent Driver Model (IDM) [TRE 00] employed, e.g., in [JAA 05, HÄR 11, BAU 08],
the Krauss model [KRA 97] adopted, e.g., by [BRE 01, KAR 07], or the Gipps
model [GIP 81] used in [FRA 06]. All these models have been validated through
standard tests proposed by the transportation research community.

An alternative to car-following modeling, that is equivalently valid, is represented
by Cellular Automatamodels. These models discretize time (by assuming fixed-
length time step), space (by fragmenting roads into cells each hosting a single car
at most) and speed (by considering a finite state of instantaneous speeds). The move-
ment of cars is then described, at each time step, as a shift of finite states (i.e., vehicles
with an associate speed) along a one-dimensional lattice of cells. Different Cellu-
lar Automata models implement different rules to realize the shift: a widely adopted
model is the Nagel-Schreckenberg one [NAG 92], used for the simulation of vehicular
networks in [FRA 06].

All the models discussed to this point deal withintra-flow microscopic mobility,
i.e., they can be used to determine the movement of vehicles over a single unidirec-
tional lane. However, in most real-world scenarios,inter-flow interactions must be
modeled as well. The latter occur in highway traffic, when, e.g., one vehicle overtakes
the one in front (and thus changes lane, merging into a new flow) or joins the traffic
from a ramp. Similarly, when simulating urban traffic, flows constantly merge at in-
tersections or roundabouts. Modeling intra-flows mobility is thus critical to achieve a
complete road traffic representation in vehicular network simulation.
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Models have thus been proposed that complement the intra-flow descriptions pre-
sented above, by adding rules to manage the movement of a vehicles from one flow
to another. These inter-flow models are typically built over realistic car-following or
cellular automata models, and extend them so as to mimic lane changing and ramp
in-flow [TRE 02, KRA 98, NAG 98], as well as intersection management in presence
of road signalization (e.g., traffic lights, stop or yield signs) [HÄR 11]. A detailed
presentation of all these inter-flow models is out of the scope of this Chapter, and we
point once more the interested reader to [FIO 09] and references therein for a thorough
discussion.

1.2.3. Macroscopic road traffic description

A detailed representation of the road topology and a faithful driver behavior model
are not sufficient to the generation of a realistic synthetic trace of road traffic. Indeed,
the first two components above allow vehicles to move on a real-world street layout
with an accurate microscopic behavior, i.e., stopping at red traffic lights, respecting
speed limits, performing overtakings and avoiding accidents. However, an important
question remains unanswered:where should vehicles go?In other words, the missing
component is the macroscopic description of road traffic, that determines when vehi-
cles start their trips and from which location, which route they choose, and where they
finally stop.

The macroscopic description is critical to the realism of the resulting trace, since
it is easy to understand that it determines the volume of traffic in the scenario, as well
as its evolution over time. More than that, the start and stop locations of trips and
the routes followed by each vehicle in the real world guide the planing of the road
topology, which, as a consequence, is designed to accommodate the real-life traffic
flows. Therefore, injecting unrealistic (e.g., random) flows in the road topology risks
to lead to large traffic jams in some areas and road under-utilization in others.

In fact, the availability of accurate road topology information, discussed in Sec. 1.2.1,
and of detailed intra- and inter-flow mobility models, as from Sec. 1.2.2, makes the
description of macroscopic traffic the real challenge on the path towards realistic syn-
thetic traces of vehicular mobility. In order to faithfully mimic macroscopic traffic
flows along highway networks and across metropolitan areas, one must correctly iden-
tify the traffic demand, i.e., the start time, the origin and the destination of each car trip
in the simulated region, represented as a so-called Origin/Destination (O/D) matrix.
Then, an appropriatetraffic assignmentalgorithm needs to be run on the O/D matrix,
so as to identify the realistic route followed by each driver to reach his/her destination.

Most of the simulative evaluations in the vehicular networking literature neglect
the importance of the macroscopic traffic description, and assume random traffic de-
mands, i.e., O/D matrices that contain random locations and times, or fixed proba-
bilistic turns at each intersection. Also, shortest path is the common solution to the
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traffic assignment problem. Such an approach easily leads to unrealistic flows and
thus strongly biased simulation results.

However, as the awareness on the importance of macroscopic modeling grows,
solutions start to be proposed and adopted in order to generate traces that are realistic
also from the viewpoint of large-scale traffic flows. In Sec. 1.4, we will thus classify
the datasets currently available for the simulation of vehicular networks according to
the macroscopic description they employ.

1.3. Mobility simulators

We describe in this section different tools available to the community to extract
synthetic mobility traces for vehicular networking. A larger coverage on vehicular
mobility simulators may be found in [HÄR 10, HÄR 09].

1.3.1. Microscopic Traffic Simulators

Mostly developed for urban traffic engineering, microscopic traffic simulators such
as PARAMICS [PAR 12], CORSIM [TSI 12], VISSIM [VIS 12a], TRANSIMS [TRA 12],
AIMSUN [AIM 12], VanetMobiSim [VAN 12] or SUMO [SUM 12], are able to model
individual urban traffic at a microscopic level. Yet, not all of these simulators can be
used straightaway for vehicular networking, as either synthetic traces cannot be ex-
ported, or open API are not available to interconnect them with a network simulator.
The semi-commercial simulators VISSIM and AIMSUN provide support for trace ex-
tractions and interconnection. In the interest of comparability of research results, it is
however more beneficial to use readily available Free and Open Source Software sim-
ulators, such as SUMO. SUMO is capable of extracting synthetic traces in the shape
of data files, and provides external control through an open API called TraCI.

From a macroscopic road traffic level (topological maps, traffic models), they
mostly all support similar features, but it is at the microscopic level that they dif-
fer. For instance, TRANSIMS and AIMSUN are based on an extension of the Gipps
microscopic flow equations [GIP 81], whereas VISSIM is based on a psycho-physical
flow model from Wiedemann [WIE 74]. SUMO initially supported only the Krauß
flow model [KRA 97] and its extensions, but has been recently been extended to in-
clude the same complex Gibbs model calledIntelligent Driver Modelfrom Treiber et
al. [TRE 00] as VanetMobiSim.

Microscopic traffic simulators represent the mostly used simulators to simulate ve-
hicular networks, as they are capable of modeling individual mobility at a high level
of precision. It is also this feature that made microscopic traffic simulators popular
for the design and evaluation of traffic safety applications based on vehicular com-
munications. Scale is their limitations, as modeling individual and strongly correlated
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mobility at a microscopic level requires a significant computational capability. Never-
theless, simulators such as SUMO or VISSIM are capable of simulating up to 10’000
vehicles faster than or equal to real-time, and SUMO has been the preferred choice for
the Open-Source ITS simulation platform iTETRIS [ITE 11].

1.3.2. Mesoscopic Traffic Simulators

One typical approach to simulate traffic at a mesoscopic level is to model road ele-
ments as a queue and intersections as nodes. The vehicular dynamics is represented by
queue parameters, such as the queue capacity (the maximum bumper-to-bumper vehi-
cles allowed on a road element), and the maximum flow of the queue. The node param-
eters represent the intersection scheduling policy, such as the intersection type, level
of priority and access control to connecting queues. The simulators Matsim [MAT 12]
and FastTrans [FAS 11] are two popular tools in this category. Both simulators support
the import of detailed topological maps and detailed added features, and also include
efficient traffic models (macroscopic) such as advanced Dijikstra routing and origin-
destination matrices. Both are capable of simulating and extracting synthetic traces
of individual cars up to a city-wide scale. FastTrans provides also parallelization on
multiprocessors for a higher scalability.

The mesoscopic traffic simulators represent the best trade-off between granular-
ity and scalability, as they can simulate very large scenarios, but still providing the
detailed mobility values of each vehicle. For instance, mesoscopic simulators are a
preferred choice to simulate large scale impacts of vehicular communication to im-
prove traffic efficiency. Mesoscopic simulators are yet not recommended for the eval-
uation of vehicular networking for traffic safety applications, as they do not provide a
sufficient granularity, in particular between vehicles located in the same mesoscopic
queue.

1.3.3. Macroscopic Traffic Simulators

Traffic simulated at a macroscopic flow level does not consider the mobility pa-
rameters of a specific car but instead quantities of macroscopic meanings such as flow,
speed, or density. Inspired by fluid theory, macroscopic flows have the advantage of a
reduced computational complexity compared to the microscopic ones but they can still
realistically model macroscopic quantities. The most well known simulator capable of
simulating vehicular traffic at a macroscopic scale is VISUM from PTV [VIS 12b]. As
other simulator, it is capable of importing precise topological maps, and can configure
the traffic light policies at a very precise level. It is typically used by urban planners
and traffic departments at the city and regional level to evaluate traffic congestions.

The synthetic traces obtained by macroscopic simulators cannot directly be used
for vehicular networking, as they do not provide detailed mobility values of single
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entities, but instead aggregated measures such as density and speed. Macroscopic
simulators are also unable to model mobility changes or personalized navigation of
single vehicles that is typically found in ITS applications for traffic efficiency. Yet,
aggregated mobility values are crucial for the design of efficient vehicular networking
solutions, for instance considering that aggregated vehicular density in various streets
are indicators of vehicular connectivity. Also, macroscopic synthetic traces are of-
ten used to calibrate the microscopic traffic simulators, such as SUMO. Within the
iTETRIS project [ITE 11], for instance, traffic in the city of Bologna has been sim-
ulated using SUMO, but during the calibration step, synthetic traffic flows extracted
from VISUM have been used.

1.3.4. Interactions Between Simulators

Obtaining close-to-reality synthetic traffic traces and using it for vehicular net-
working requires using multiple simulators. Traffic calibration first requires multiple
sources of data that comes from external sources. Second, vehicular networking needs
to be able to use the mobility information from the simulators. For the sake of clarity
in this chapter, we will differentiate between the use of multiple traffic simulators to
calibrate one or multiple simulators to obtain synthetic traces, and the use of mul-
tiple types of simulators for vehicular networking. But conceptually speaking, both
categories fall into the same domain relating the interactions between simulators.

1.3.4.1.Calibrating Simulators

The first step to design and obtain synthetic traffic traces is to select the traffic sim-
ulator fitting best. Yet, as any tool, a simulator needs to be fed with parameters, such as
topological map, traffic demand, traffic lights policy or driver models. Such data may
either be obtained from statistical behaviors, or extracted from dedicated simulators.
Considering the case of the calibration of the city of Bologna, as conducted during
the iTETRIS project [ITE 11], the selected traffic simulator was SUMO. Yet, multiple
various other simulators have been used to be able to calibrate the synthetic traces.
Conceptually speaking, calibrating a simulator may be represented as in Figure 1.3.
First, the macroscopic simulator VISUM has been configured with the topological
map of the city of Bologna and from vehicular flow interactions measured at intersec-
tions. The output of VISUM took the shape of traffic volumes at each road segment
that have later been imported by SUMO to calibrate its traffic demand. Second, a traf-
fic light control simulator has been used to be able to provide close-to-reality traffic
light policy in the city of Bologna. These policy has then been integrated into SUMO.
The output has been a calibrated synthetic trace of the typical traffic in the city of
Bologna for 1 hour.
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Figure 1.3. The microscopic simulator SUMO calibrated by external
simulators.

1.3.4.2. Interaction between Simulators for Vehicular Networking

We previously described the different methods required to obtain close-to-reality
synthetic vehicular traces. Yet, in order to be used by the vehicular networking com-
munity, these traces need to be made available to network simulators. The description
of network simulators available to vehicular research is out of the scope of this chapter,
but we still may cite ns-3 [3 12] and OMNET++ [OMN 12] as two popular simulators
that are often used in research, as cited in [JOE 12].

The interaction between traffic and network simulators may be categorized into
two groups as illustrated in Fig. 1.4:Isolatedand Federated. In the former case,
synthetic traces are extracted from traffic simulators in the shape of mobility files that
may later be integrated into the network simulator using a dedicated parser. In the
later case, a bi-directional interaction is created between two (or more) simulators to
be able to exchange mobility data or to influence the control of one or the other. This
approach is more complex, as an interface has to be developed to synchronize and
exchange data.

TheIsolatedcase has initially been the preferred choice for network design based
on small scale random mobility, but nowadays, network simulators are able to inte-
grate large-scale realistic mobility data files from various sources. This approach also
remains a favorite choice when mobility does not need to be influenced by vehicular
communication or networking. Considering applications for Intelligent Transporta-
tion Systems (ITS), mobility shall be influenced, either to avoid accident, or to reduce
congestion. So, theFederatedcase is mostly used in that case. Several integrated
tools have been created and made available to the community. The iTETRIS platform
interlinks the simulator SUMO and ns-3 [3 12], the VEINS platform [VEI 12] inter-
links SUMO and OMNET++ [OMN 12], and VSIMRTI [VSI 12] provides APIs to
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Table 1.1. Major features of publicly available vehicular mobility traces
Type / Name Simulator Duration (h) Area (km2) Vehicles Granularity (s) Roads

Perception

Turin [BAR 09] SUMO 1 20 1.500 1 major/minor

Porto [CON 08] DIVERT 0.3 62 5.000 1 major/minor

Zurich [BAU 08] GMSF 0.5 9 420 1 major/minor

Measurements

Karlsruhe [FIO 12] VanetMobiSim 0.7 21 2.000 1 major/minor

Berlin [LOC 03] Videlio 14 21.56 955 1 major/minor

Photography

Porto [FER 09] - - 41.3 10.566 snapshot all

Detectors

Berkeley [BAI 09] - 72 - - 60 single freeway

Toronto [BAI 09] - 24 - - 20 single freeway

Bologna [ITE 11] SUMO 1 20.6 10.333 1 major/minor

Luxembourg [PIG 11] SUMO 12 1.700 150.000 1 major

Survey

Portland [WAG 99] TRANSIMS 0.25 21 16.529 1 major/minor

Canton of Zurich [RAN 03] MMTS 6+6 65.000 260.000 1 major

Köln [UPP 11] SUMO 24 400 770.000 1 all

interlink jist/swans [SWA 12] and VISSIM. iTETIS and VEINS are both open-source,
but VsimRTI only provides open APIs without releasing the code of its core.
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Figure 1.4. Interactions between network and traffic simulators

1.4. Mobility traces

In this Section, we will overview the body of work on vehicular mobility traces for
network simulation. We categorize the datasets based on the nature of their macro-
scopic traffic data, i.e., the sources employed to determine the time and routes of trips
traveled by individual vehicles in the dataset. The most relevant features of the differ-
ent mobility traces we discuss in the following are summarized in Tab. 1.1.
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Figure 1.5. Turin scenario: city center, sparse traffic.
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Figure 1.6. Turin scenario: city outskirts, dense traffic.

1.4.1. Perception

A simple way to fill the O/D matrix and determine the traffic assignment is to em-
ploy one’s perception of the road traffic. The authors of [BAR 09] leveraged their
knowledge of the traffic in Turin, Italy, so as to determine the macroscopic demand
injected in different areas of the city. The traces were generated using OSM as the
road topology database and SUMO as the microscopic traffic simulator. Fig. 1.5 and
Fig. 1.6 refer to the Turin city center and Turin outskirts scenarios, respectively. In
both figures, the left plots portrays a snapshot of the vehicular mobility, so as to pro-
vide an intuitive glimpse of the mobility reproduced by each trace. Also, colors are
used to distinguish fluid traffic conditions from traffic congestion: light blue denotes
high average speeds, whereas dark violet indicates speeds close to zero. We can ob-
serve heavy localized traffic jams in Fig. 1.5(a): given the sparse traffic conditions
assumed in this scenario, congestion is an artifact of the incorrect traffic demand
modeling rather than a representation of a real world phenomenon. The snapshot in
Fig. 1.6(a) depicts instead a much simpler road topology, where traffic is fluid along
the few major roads and absent elsewhere. Congestion is only recorded around the
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Figure 1.7. Zurich scenario: city center.

main roundabout in the northern region of the scenario. The right plots of Fig. 1.5
and Fig. 1.6 show instead the time evolution of the traffic volume and average speed,
for the same two scenarios. We can observe that, notwithstanding the limited duration
of the traces, none of them is in stationary conditions. In both cases, the number of
vehicles in the region tends to grow, while speeds decrease. The significant difference
between the traffic conditions at the beginning and at the end of the traces is another
evidence of the difficulty of calibrating the traffic demand based on pure perception.
As an example, in Fig. 1.5(b), the average speed starts at 30 km/h (that, considering
the presence of traffic lights, denotes a completely empty road network) and progres-
sively drops to 10 km/h (that is instead a symptom of major congestion), in less than
one hour. Such a phenomenon would be hardly observed in the real world, in presence
of the sparse traffic assumed in the trace.

We remark that a similar macroscopic approach is also adopted in [CON 08], al-
though a different microscopic simulator framework, named DIVERT, is employed.
The city concerned is in this case Porto, in Portugal.

The technique used to generate mobility traces of the region of Zurich, Switzer-
land, in [BAU 08], is instead slightly different. Apart from the microscopic simulation
environment adopted, that is this time GMSF, and the road topology information, re-
trieved from the Swiss Geographic Information System (GIS), the macroscopic traffic
flows are injected assuming that larger roads attract more traffic. The features of the re-
sulting mobility are reported in Fig. 1.7, for one of the scenarios in [BAU 08], namely
that representing the city center (the others refer instead to suburban and rural areas).
From the traffic snapshot, in Fig. 1.7(a), we can observe that, in the small region com-
passed by the simulation (less than 10 km2), the traffic tends ot be consistently slow
over the whole street layout. Such a uniformity is also present in time, as the number
of vehicles in the region and the average speed are constant over the 20 minutes of
duration of the trace. Overall, the Zurich city center trace exhibits speeds exceedingly
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Figure 1.8. Karlsruhe scenario: city downtown.

low with respect to the traffic volume considered. More importantly, the mobility
description appears significantly limited in terms of size and temporal duration.

In fact, a common weakness of traces built on simplistic macroscopic traffic de-
scriptions is that they show limited extension, in both space and time. As a matter
of fact, they only cover a few tens of km2, and have durations ranging between 20
minutes and one hour. This limitation is a by-product of the macroscopic description:
the perception approach can be applied on small areas for short time periods. How-
ever, the lack of real-world data behind the traffic demand and assignment leads to
significant problems when large regions or long time periods are taken into account.
Manually assigning large-scale flows so that the road topology can accommodate them
is a prohibitive task. Similarly, the introduction of realistic variations of road traffic
over time is hard to accomplish, if no realistic data is available to support it.

1.4.2. Small-scale measurements

Several works have exploited small-scale measurements, typically conducted by
the authors themselves, so as to provide some simple validation to the authors’ per-
ception, or to complement the latter. This is the case of the mobility trace presented
in [LOC 03], that reproduces the vehicular traffic in the center of Berlin, Germany.
The trace, generated with a dedicated microscopic simulator named Videlio, covers a
small area of around 20 km2 for a quite long period of 14 hours. However, the low
number of vehicles (less than 1000) present in the trace over such a long time interval
raises question on the realism of the macroscopic traffic demand employed.

Small-scale measurements are also at the base of the macroscopic modeling in the
trace of downtown Karlsruhe, Germany, employed in [FIO 12]. The dataset, generated
by feeding a OSM map to the VanetMobiSim microscopic mobility simulator, mimics
the movement of 2000 vehicles for approximately 40 minutes. The plots in Fig. 1.8
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show that, similarly to what observed for the Zurich traces before, the number of vehi-
cles is quite stable, while the vehicular mobility is characterized by a generalized low
speed. In fact, the average velocity recorded in the trace shows a slow but constantly
decreasing trend with a steady traffic volume, a symptom of potential problems when
extending the simulation duration.

Overall, approaches based on small-scale measurement represent an appreciable
effort towards the simulation of more realistic traffic demands. However, it is clear that
they lack the statistical rigor needed for a realistic representation of the macroscopic
traffic distribution, and, as such, can hardly capture the complexity of traffic flows in
urban areas or their evolution over long time periods. For these reasons, also these
traces only cover modest geographical surfaces, constrained to a few tens of square
kilometers, or have limited time duration, in the order of tens of minutes.

1.4.3. Road traffic imagery

An original solution to the derivation of the macroscopic traffic information was
adopted in [FER 09], where the authors leveraged stereoscopic aerial photography
in order to capture the vehicle distribution in the city of Porto, Portugal. A private
aircraft was flown over the city for two hours in the early afternoon of a weekday, and
photographs were shot from the plane every 5 seconds. The flight followed a parallel
row pattern so as to cover the whole geographical area of 41.3 km2 corresponding
to the surface of Porto. By studying the aerial imagery, the authors were able to
reconstruct a single snapshot of the positions of 10.566 vehicles in the urban area.
The time error in the snapshot, due to the fact that pictures of different locations were
taken at different moments, is of 23 minutes between two cars, on average. Although
this appears as an interesting way to derive static macroscopic data, its applicability to
the generation of mobility traces is not clear, due to the complexity and cost of running
a large-scale aerial photography campaign for a significant period of time.

Another interesting attempt at using imagery to estimate the macroscopic behavior
of car traffic has been recently presented in [THA 11]. There, the authors exploit the
pervasiveness of road surveillance cameras to infer traffic densities in two large urban
areas, namely London and Sydney. Although promising, this approach has not yet
been used for the generation of traffic demands in mobility traces.

1.4.4. Roadside detectors

Induction loops, infrared counters and roadside sensors represent the traditional
way to measure vehicular traffic flows in both freeways and urban road networks. The
authors of [BAI 09] use two sets of empirical data obtained from dual-loop and metal
detectors from sections of the I-80 Freeway in Berkeley, CA, USA, and of the Gardiner
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Figure 1.9. Luxembourg scenario: Luxembourg city and surroundings.

Expressway in Toronto, Canada. The detector information covers a span of 24 hours
and allows to determine the per-lane inter-vehicle arrival time and spacing. Although
the data could be fed to a microscopic simulator to derive the position of individual
vehicles over time, its validity is limited to highway environments.

Roadside detectors have been employed in a urban environment within the iTetris
project [ITE 11]. Vehicular mobility traces of several areas of the city of Bologna
were generated accounting for macroscopic traffic data acquired through 636 induc-
tion loops spread over the road network, and complemented by user surveys on usual
commuting trips. The main trace covers 20.6 km2 in the city center for a period of
one hour, featuring the movement of 10333 vehicles. Thanks to the real-world nature
of the macroscopic data they are built upon, these traces reach an unprecedented level
of realism. Unfortunately, they do not cover large surfaces nor long time periods.

A similar approach has been taken in [PIG 11], where the authors calibrate the
microscopic mobility simulation of the city of Luxembourg through traffic flow in-
formation gathered by the local Ministry of Transport. As such real-world data only
covers major traffic arteries, it is complemented by driver routes inferred from the
different nature of geographical zones in the area under study, and used to define traf-
fic flows on medium- and small-sized roads. The resulting mobility trace covers a
very large area of 1700 km2 and features 150000 car trips. Although a very inter-
esting dataset, the Luxembourg trace focuses on highway and major roads traffic, as
depicted in Fig. 1.9(a), and only accounts for inbound flows, i.e., traffic moving to-
wards the city center. Furthermore, the dataset is limited to the morning period, and
yields clearly unstable traffic conditions towards the end of the simulated period, as
from Fig. 1.9(b).
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Figure 1.10. Canton of Zurich scenario: Zurich city and surroundings.

1.4.5. Socio-demographic surveys

Socio-demographic surveys represent a significant source of information for the
derivation of vehicular traffic data. Seminal work in that direction was performed
in [WAG 99], where the authors generated a mobility trace whose macroscopic traffic
description is obtained from knowledge of drivers’ activity in downtown Portland,
OR, USA. The resulting mobility dataset is acknowledged to be very realistic, but it
only covers 15 minutes of vehicular movements in an small area of 21 km2, for a total
of 16.529 simulated cars. Moreover, the trace is not publicly available.

The largest vehicular mobility trace generated to date is the one reproducing the
road traffic in the whole Canton of Zurich, a 65.000 km2 region of Switzerland [RAN 03].
The mobility dataset is said to cover 24 hours, through traffic demand data obtained
from the Swiss Regional Planning Authority and complemented using the 1994 Swiss
National Travel Survey. The resulting trace, as well as subsets of the same, are widely
employed in the vehicular networking literature. However, the size of the road topol-
ogy forced the authors to limit the detail of the microscopic-level simulation. Thus,
they resorted to a queue-based Multi-agent Microscopic Traffic Simulator (MMTS),
significantly less accurate than standard fine-grained vehicular mobility simulators
based on car-following models. Moreover, once more due to scalability reasons, the
road topology was pruned down to major traffic arteries, as observable in Fig. 1.10(a),
that portrays a snapshot of the vehicular mobility in the most significant 400-km2 por-
tion of the simulated region. The selected area represents the city of Zurich and its
surroundings: the low topological detail is striking, especially when comparing the
figure with Fig. 1.7(a), that represents that city center only, but at a much higher detail
level. The light blue color that dominates the plot also indicates a high average speed:
this is normal, since only major roads, i.e., highways and freeways, are represented.
However, the lack of minor urban and rural roads clearly affects the completeness of
the mobility description provided by the trace.
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Figure 1.11. Köln scenario: Köln city and surroundings.

Elevate average speeds are also observed in Fig. 1.10(b), where, however, the more
interesting aspect is the limited detail of the traffic demand. As a matter of fact, the
plot evidences how the trace only considers vehicular mobility during the morning
and afternoon traffic peaks, while the off-peak hours are neglected, with the traffic
volume dropping to zero. The Canton of Zurich trace is therefore a clear example of
the trade-off between complexity and scale in the generation of synthetic vehicular
mobility traces: in order to be able to reproduce road traffic on a very large-scale, one
has to accept low road topology detail, low microscopic precision, and approximate
macroscopic description.

The vehicular mobility dataset in [UPP 11] reproduces the road traffic in the greater
urban area of the city of Köln, in Germany. The trace was generated by extracting
OSM data about 4500 km of roads in an area of more than 400 km2 around the urban
agglomeration of Köln. The OSM information was then fed to SUMO, and coupled
with a macroscopic traffic demand provided by the TAPASCologne project, an ini-
tiative by the Institute of Transportation Systems at the German Aerospace Center
(ITS-DLR). More precisely, the O/D matrix was generated though the Travel and Ac-
tivity PAtterns Simulation (TAPAS) methodology [VAR 06], a technique that exploits
information on (i) the population, i.e., home locations and socio-demographic char-
acteristics, (ii) the points of interests in the urban area, i.e., places where working
and free-time activities take place, and (iii) the time use patterns, i.e., habits of the
local residents in organizing their daily schedule [HER 04]. The TAPAS methodology
was applied on real-world data collected in the Köln region by the German Federal
Statistical Office, including 30,700 daily activity reports from more than 7000 house-
holds [G.R 02, EHL 96]. The resulting TAPASCologne O/D matrix faithfully mimics
the daily movements of inhabitants of the area for a period of 24 hours, for a total of
1.2 million individual trips.

The assignment of the vehicular traffic flows described by the TAPASCologne
O/D matrix over the road topology was then performed by means of the Gawron’s
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algorithm [GAW 98]. This traffic assignment technique computes the fastest route
for each vehicle, and then assigns to each road segment a cost reflecting the intensity
of traffic over it. By iteratively moving part of the traffic to alternate, less congested
paths, and recomputing the road costs, the scheme finally achieves a so-called user
equilibrium. Additionally, since the intensity of the traffic demand varies over time,
the traffic assignment model must also be able to adapt to the time-varying traffic
conditions. Indeed, Gawron’s algorithm satisfies such a requirement, thus attaining a
so-called dynamic user equilibrium. Gawron’s is one the most popular traffic assign-
ment techniques developed within the transportation research community, and allows
to reach a road capacity utilization close to reality and significantly higher than that
obtained with, e.g., a simple weighted Dijkstra algorithm.

The resulting vehicular mobility trace is portrayed in Fig. 1.11. The left plot shows
the large scale as well as the high level of detail of the dataset, that comprises at a time
highways, rural roadways, major roads and small streets in the urban center. Also,
speeds match the expectations, since highways and peripheral roads are characterized
by high velocities, while the average speed is reduced when closing down on the
city center. However, no unrealistic congestion (i.e., widespread dark violet) can be
noticed, even if the snapshot is taken at 7.30 am, i.e., during the morning traffic peak.
The right plot, in Fig. 1.11(b) proves how the traffic volume is representative of the
typical daily activity, with morning and afternoon traffic peaks, but a non-zero activity
otherwise, including a minor peak around noon.

1.4.6. Discussion

Overall, the ultimate vehicular mobility trace for network simulation should fea-
ture all of the following: (i) represent the completeness of road traffic; (ii) have a high
time granularity, the position of each vehicle being traced with a order-of-second pre-
cision at least; (iii) compass very large regions (i.e., whole urban areas), with a faithful
description of the road layout and signalization; (iv) provide a realistic representation
of the microscopic behavior of individual drivers in everyday traffic, accounting for
their interactions with other drivers and their behavior with respect to road regula-
tions; (v) be realistic also from a macroscopic point of view, by faithfully mimicking
the movement of large-scale traffic flows across a metropolitan area, over long time
periods.

The first two requirements rule out traces obtained though real-world tracking, as
they are limited to subsets of the vehicles, i.e., buses or taxis, and exhibit reduced tem-
poral detail, i.e., order-of-minute position information updates. These traces are today
mainly employed for the performance evaluation delay-tolerant or opportunistic data
exchanges, and remain interesting for applications that fit such transfer paradigms.
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By resorting then to synthetic mobility traces, also the third constraint can be easily
met, thanks to the availability of accurate real-world road map services. Similarly, re-
cent vehicular mobility simulators allow to satisfy the fourth requirement, as they im-
plement realistic microscopic vehicular mobility models, borrowed from transporta-
tion theory and validated through comparison with real-world measurements. Today’s
challenge lies indeed in the last aspect, i.e., attaining macroscopic-level realism in the
simulation of road traffic. As previously discussed, the problem is separated into two
phases, i.e., the identification of the traffic demand and the iteration of an appropriate
traffic assignment algorithm on the O/D matrix.

The synthetic traces presented in this Chapter address the issue of macroscopic
realism by using different data sources, as clearly outlined by the classification we
proposed. Some sources are hardly credible by their own nature (e.g., perception or
small-scale measurements) or not scalable due to their complexity (e.g., aerial photog-
raphy). In the end, and quite unsurprisingly, the most reliable and scalable sources are
those commonly employed by transportation engineering (e.g., road traffic detectors
and population surveys).

However, none of the traces making use of such macroscopic traffic data sources
covers large urban regions for long periods of time, and provides at the same time high
microscopic-level accuracy. The Berkely and Toronto traces [BAI 09] are limited to
one freeway segment. The Bologna [ITE 11] and Portland [WAG 99] datasets focus
on small urban areas of a few tens of km2. The Luxembourg [PIG 11] and Canton of
Zurich [RAN 03] traces are those closer to compassing all of the desirable features we
outlined above. However, their limit lies in that they mainly model traffic on major
roads, as also testified by the relatively low number of vehicles per km2 they comprise.
The only dataset that seems to meet all the requirements is the Köln one [UPP 11],
that couples a large scale with a high level of detail and an accurate macroscopic traffic
description.

We stress however that the road to the generation of ultimate synthetic vehicular
mobility traces is still long. More precisely, aspects that are still to be addressed
concern at a time the scalability of microscopic simulation and the increased detail
of the same. In terms of scalability, it would be desirable to obtain traces that cover
whole regions, and, why not, even countries. As far a the level of detail is concerned,
a highly desirable feature that is today missing is instead the timing of traffic lights in
the simulation environment so that it matches the real-world configuration.

Moreover, the macroscopic traffic description remains an open problem. Apart
from isolated initiatives, such as the TAPASCologne one, realistic road traffic demand
information on vast regions is hard to retrieve.To that end, the growing trend of gov-
ernment bodies and local administrations making urban-related data publicly available
can provide a significant breakthrough. Open access data initiatives such as Vancou-
ver’s VanMap, OpenBaltimore, London DataStore and ParisData, just to cite a few
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significant examples, could indeed lead to the public disclosure of road counter col-
lections or traffic flow datasets. Such information would, in turn, grant the possibility
to extract new macroscopic O/D matrices, as well as validate traffic assignments.

It is finally important to note that random models, both at a motion constraint and
traffic demand sides, have lost momentum over the past few years. Yet, they should
not be ignored, as they still represent a very powerful approach for fast configuration
of motion patterns, where statistical evaluations over multiple different configurations
are more important than on a specific data set. The challenge in that case is to provide
random models, yet statistically representative of realistic vehicular motion patterns,
such as random graphs providing statistically similar motion constraints, or random
traffic demands providing statistically similar macroscopic traffic patterns.
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