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Abstract. The data exploration paradigm of faceted browsing has been applied
successfully in many systems that provide access to either semantic data or more
conventional databases. A general limitation is that the user can examine the re-
sults for only one query (i.e., one combination of facet value constraints) at a time.
But there are many everyday tasks for which it is desirable to be able to compare
the results for two or more queries or to refine several queries incrementally in
parallel. In this paper, we introduce parallel faceted browsing which enables the
user to construct a tree of queries and associated results whose structure captures
the commonalities among the queries. The entities represented in this demonstra-
tor are events associated with Helsinki’s role as the 2012 World Design Capital,
as well as related events from other data sources that took place in Finland dur-
ing the same period. Semantic Web technologies are used in the back-end for
representing and reconciling those heterogeneous data sources. Several types of
task have been identified in which parallel faceted browsing offers added value.
Careful attention has been paid to interaction design with the goal of making
this inherently more complex paradigm as intuitively understandable as normal
faceted browsing. Readers are encouraged to try the EVENTMAP demonstrator
itself at http://eventmap-ui.appspot.com/.

1 Parallel Faceted Browsing

Innovative Computational Model. Faceted browsing (or faceted search [1]) is a widely
used paradigm for the exploration of a large repository of entities, each of which has a
number of attributes (or facets), each of which can take different values. In the simplest
case, a user specifies values of one or more facets in order to narrow the focus down
to some subset of the entities in the repository, which are then displayed. The user can
then proceed to specify values of additional facets to narrow the focus further, until he
or she has identified a sufficiently small set of interesting items. This procedure can also
involve keyword search.

Although faceted browsing has been applied with great creativity and success in
the semantic web field (e.g., the work on MSPACE4), all of the realizations that we are
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aware of share a general limitation: At any given time, the user can see the results
corresponding to only one query (i.e., one set of constraints on values of facets). With
the new paradigm of parallel faceted browsing (PFB) introduced here, the user can
create in parallel a number of queries and see their results displayed simultaneously
in a way that visualizes their relationships to each other. Some other interfaces for the
exploration of semantic data such as the PARALLAX5 have used terms that sound similar
to “parallel faceted browsing” but these approaches are in fact quite different.

Tasks, Domains and Applications. There are several types of task with which PFB of-
fers added value relative to normal faceted browsing. We list them here using examples
from the domain of events associated with Helsinki’s role as the 2012 World Design
Capital (WDC).

1. Creating a display of a number of entities organized into selected subsets: A per-
son may be interested in several particular types of WDC events occurring in different
places during different periods of time. With PFB, she can straightforwardly create a
structured display of the events in all of the subclasses that correspond to her interests.

2. Conducting several interrelated searches in parallel: A WDC visitor who plans
to attend events on three successive days can best search for events on these three days
in parallel rather than in succession, since the results should be not only individually
appropriate but also compatible with each other (e.g., in terms of location and topic
coverage).

3. Searching and exploring without clearly defined requirements and preferences:
Even if a WDC visitor is looking for just one event to attend, she may not have adequate
knowledge or predetermined preferences with regard to the various facets. With PFB,
she can do justice to this uncertainty by in effect constructing a number of queries in
parallel, pursuing at each point in time the lines of exploration that seem most promis-
ing in view of the sample of results that they are returning. This strategy is roughly
comparable to the computational search strategy of beam search.

Normal faceted browsing has already been found useful in a wide variety of ap-
plication domains, by no means restricted to those involving semantic data, including
e-commerce sites and digital libraries [1,2]. Since tasks of the three types just listed can
occur in most or all of these domains, the potential applicability of PFB is very broad.

Human Factors. Because of this broad applicability, PFB needs to be realized in the
user interface in a way that makes it easily comprehensible to just about any computer
user. Iterative user testing so far has suggested that this goal can be achieved through
the use of an interface metaphor [3] of “card sorting”: The user starts with a large stack
of cards, each of which describes one entity in the repository. Specifying a facet value
constraint is visualized as the operation of selecting a subset of a stack of cards to yield
a smaller stack, whose cards the user can inspect whenever he or she likes.

2 Data scraping, Representation and Enrichment

The dataset used in this demonstrator corresponds to events that take place in 2012 in
Finland. More precisely, we build a wrapper around the three RSS feeds of the World
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Design Capital in Helsinki web site6 to convert the description of events into RDF. We
also add more events that took place in the same locations from the EventMedia dataset
which is obtained from three large public event directories (Last.fm, Eventful and Up-
coming) [4]. We used the LODE and Media Ontology respectively for expressing linked
data descriptions of events and photos. The LODE ontology7 is a minimal model that
encapsulates the most useful properties for describing events. The goal of this ontology
is to enable interoperable modelling of the “factual” aspects of events, where these can
be characterized in terms of the four Ws: What happened, Where did it happen, When
did it happen, and Who was involved. This data is fed into a SPARQL endpoint within
the specific http://data.linkedevents.org/wdchelsinki named graph.
As of today, the dataset contains 1140 events and more than 102,130 triples.

We also perform several enrichments on the data. First, we use Harava8 to add extra
information for categorizing the events. Hence, several dc:subject properties are
added when events can be described with terms from the KOKO ontology. Second, we
perform several interlinking processes using SILK attempting to discover connection
between the agents and the venues and locations with Linked Data. We compare agents’
names using Jaro, an efficient metric to match short strings and we keep a high threshold
of about 0.96, so maintaining a high precision. Similarly, we enrich venues’ descriptions
using the Geonames dataset. The similarity function combines the geographic distance
between two venues using their GPS coordinates with Jaro applied on labels. Overall,
we generate more than 22,513 owl:sameAs links.

3 Architecture and Key Components

The demonstrator is composed of (a) a client that runs in the user’s browser; (b) a server-
side application that runs in Google’s APPENGINE, which is a cloud-based service; and
(c) a data repository provided by a single-server VIRTUOSO instance.

The implementation of the client and server is supported by the GOOGLE WEB
TOOLKIT (GWT)9 framework. It provides cross-browser-compatible widgets for cre-
ating rich user interfaces (UIs), handles client server-communication via remote pro-
cedure calls, and provides several multipurpose APIs. We use some of the APIs10 to
create a persistent, multilevel caching. In-memory caches are integrated into each run-
ning client instance and each server instance. The third layer of caching is a shared
and persistent cache. Another API is used to parallelize data acquisition from the data
repository.

One of the system’s internal data structures is essentially a tree that implicitly de-
fines a set of interrelated complex queries, each of which is a conjunction of simpler
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10 The following APIs have been used: the NOSQL datastore for persisting cached data, the
MEMCACHE JAVA API for in-memory caching and the URLFETCH API to execute multiple
SPARQL queries in parallel.
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queries associated with individual nodes of the tree. The system accesses the data repos-
itory via SPARQL queries11 of two major kinds: (1) Populate the facets represented in
the system with values that can be shown in the selection menus; the most frequently
used values are displayed, while others can be typed in by the user. (2) Gather detailed
data about events that satisfy the constraints specified by the user.

The queries are generated semiautomatically by a combination of templates and the
particular facet type. Currently, the system supports two facet types: (a) value list, for
example the artists that perform during an event; and (b) number ranges, for example
the beginning and end date of an event.

4 Conclusion and Future Work

The EVENTMAP demonstrator appears to be a suitable candidate for the IESD 2012
Challenge in that it incorporates an efficient implementation of an innovative computa-
tional and conceptual model that offers advantages in a broad range of practically im-
portant tasks and application domains and that is being made accessible to all computer
users through careful attention to interaction design. In future work, the PFB approach
can be generalized to other types of queries than those which specify combinations of
facet values, for example: variants of a given keyword search query that involve dif-
ferent expansions or variations; different evaluation functions for identifying sets of
objects whose overall evaluation exceeds a certain threshold.
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