SMOOTH: A Simple Way To Model Human Mobility

Aarti Munjal, Tracy Camp, and William C. Navidi
Dept. of Math. and Computer Sciences
Colorado School of Mines
Golden, Colorado 80401
amunjal, tcamp, wnnavidi@mines.edu

Abstract—In addition to being realistic, a mobility model should be easy to understand and use. Unfortunately, most of the simple mobility models proposed thus far are not realistic and most of the realistic mobility models proposed thus far are not simple to use. The main contribution of this work is to present SMOOTH, a new mobility model that is realistic and simple to use. SMOOTH is based on several known features of human movement.

SMOOTH can also easily be tuned to imitate a recently published mobility model that is based on real GPS traces (SLAW). While SLAW was constructed by extracting statistical features of real human movement, it has input parameters that are very complex to set. SMOOTH, on the other hand, is realistic (e.g., SMOOTH is based on several known features of human movement) and is simple to use (e.g., SMOOTH does not have any complex input parameters).

We first present SMOOTH. We then validate that SMOOTH imitates SLAW by comparing several metrics obtained using the two mobility models. In addition, we compare the statistical features extracted from the synthetic traces generated by the two mobility models. The main contribution of our work is to provide the research community with a simple, realistic mobility model.

Index Terms—mobility model; mobile ad hoc networks; mobility modeling; simulation credibility; performance evaluation; realistic mobility; simulation scenarios.

I. INTRODUCTION

Several mobility models have been developed in the past [17], [19]. Broadly, these mobility models can be categorized into synthetic and trace-based mobility models. The synthetic traces generated by a synthetic mobility model are not necessarily realistic. A trace-based mobility model, on the other hand, may not be simple to understand and use. To be widely adopted by the research community, a mobility model should be easy to comprehend and use. For example, many researchers know the RWP (Random Waypoint) mobility model is unrealistic [3], but it continues to be used due to its simplicity. In addition, a simple structure makes it easy to analyze the model mathematically [4]. The contribution of our work is in developing a simple mobility model that is realistic; our model is realistic since it generates synthetic traces that match well with real human movement. Other simple mobility models proposed thus far do not mimic real human movement [19] and other trace-based mobility models proposed thus far are not simple to use.

To validate that our mobility model, SMOOTH, imitates real human movement, we compare the synthetic traces generated by SMOOTH with the synthetic traces generated by SLAW. The statistical features extracted from these synthetic traces match well with the features extracted from the real GPS traces used in [2]. SLAW was constructed based on the real GPS traces collected from five different outdoor sites. After analyzing these GPS traces, SLAW was developed to capture the self-similarity of visit points (a.k.a. waypoints) in the network. One of the input parameters to SLAW is the hurst parameter, which controls the degree of self-similarity. Our previous work in [18] and Lee et al. in [2] show that the hurst value has a significant effect on the performance metrics of a routing protocol. Although the hurst parameter is well-defined mathematically, it is highly difficult to estimate from a given data sample. There are a variety of estimation techniques available for the hurst parameter [20]; however, one is likely to obtain different hurst value estimates from different estimators on the same data set. In addition, any trends, noise or other forms of corruption in data (e.g., biased data) might lead to misleading results [20]. SMOOTH, on the other hand, can be easily tuned to imitate the hurst effect used to model the self-similarity in SLAW. Our algorithm is a very simple scheme that uses the number of clusters in the network as an input.

We offer researchers SMOOTH in order to leverage the statistical features present in real human movement in a simple and easy to understand manner. The main contribution of this work is to provide a simple mobility model, SMOOTH, that is realistic (i.e., SMOOTH generates synthetic traces that match the statistical features of real human movement).

The rest of the paper is organized as follows. In Section II, we briefly describe the recent work that has been done in this area. Section III describes SMOOTH, our new mobility model in detail. In Section IV, we provide a precise description of SLAW, a model based on real GPS traces. Section V contains details on how to tune SMOOTH to get SLAW. We also validate the realism of our mobility model using the synthetic traces generated by the SLAW mobility model. In Section VI, we provide the results of a performance evaluation of various

1A process is called self-similar if the aggregated processes (i.e., the processes obtained by averaging the original process over non-overlapping blocks) are highly correlated. Specifically, the autocorrelation function of a self-similar process is non-summable (i.e., ∞). For further details, see [5].
DTN routing protocols when SMOOTH is used. Lastly, we present our conclusions in Section VII.

II. RELATED WORK

While synthetic mobility models are simple to use, they may not generate synthetic traces that mimic real human movement. Thus, the research community has recently focused on developing trace-based models (i.e., models that are constructed from real mobility traces). In trace-based models, real human movement traces are collected from various scenarios (e.g., campus, conferences, offices). The collected traces are then analyzed to identify the key characteristics of real human walks. Using this information, a model is constructed and is called a trace-based mobility model. The model is expected to generate synthetic traces that match well with the real human walk traces analyzed.

Different trace-based models developed are found in [9]–[12], [14]. In [15], the authors developed a simple mobility model, SWIM, that generates synthetic traces representing the social behavior among mobile nodes. The authors validated the synthetic traces generated by SWIM using the real GPS traces collected from three different experiments. In SWIM, every possible destination is assigned a calculated weight that increases with its popularity and decreases with its distance from the current GPS location of the mobile node. Two input parameters, $K$ and $\alpha$, are used for this purpose. The synthetic traces generated by SWIM seem to match the real GPS traces well. The GPS traces used for validation, however, are only from a campus and a conference scenario; thus, these traces do not capture the movement patterns from other scenarios, e.g., cities. In addition, the parameters $K$ and $\alpha$ need to be set differently in order to match the real GPS traces. Also, the authors do not mention the flight distribution of mobile nodes, and this distribution appears to be a significant feature present in real human walk [2], [9].

In [2], the authors developed a mobility model, SLAW, that is based upon the real GPS traces collected from five different outdoor sites. The GPS traces used in SLAW are from diverse scenarios (two campuses, one state fair, one amusement park, and one metro city scenario); however, the synthetic traces generated by the SLAW mobility model heavily depend upon an input parameter called hurst. Our previous work in [18] and Lee et al. in [2] show that the hurst value has a significant effect on the performance metrics of a routing protocol. For example, in [18], we developed models that help researchers to generate rigorous simulation scenarios and these models were developed with the SLAW mobility model. During our analysis, we discovered SLAW’s input parameters that most significantly affect the performance of a routing protocol. Specifically, we showed that the number of nodes, simulation area size, and the hurst value are the three input parameters that highly affect the performance of a routing protocol when used with SLAW. Unfortunately, as discussed in Section I, it is difficult to estimate the hurst value for a given data set. To illustrate, consider the following. The number of participants used in each outdoor site in [2] is small compared to the size of the measurement sites. Specifically, the measurement sites are of the order of several thousand meters squared and the number of participants used in each site $\leq 40$. With such a difference in area size versus the number of participants, the hurst values extracted from the respective measurement sites may be biased. For example, we note that the site with the highest number of participants (i.e., Kaist with 34 participants) has the highest hurst value. In addition, due to the inherent complexity in techniques used for estimating hurst from a given data set and the possible biased trends that might be present in the measurements, one might find it complex to use SLAW the way one intends.

III. SMOOTH: OUR SIMPLE AND REALISTIC MOBILITY MODEL

In the evaluation of real human walks, researchers have found several statistical features that exist [6]–[8], [13], [14], [25]. Specifically,

- **feature1**: The flights (i.e., a straight-line distance covered between two consecutive waypoints) distribution of mobile nodes follows a truncated power-law (TPL)$^2$.
- **feature2**: The ICTs (inter-contact times) (i.e., the amount of time between two successive contacts of the same pair of nodes) distribution of mobile nodes follows TPL.
- **feature3**: The pause-times (i.e., the amount of time a node pauses at a waypoint) distribution of mobile nodes follows TPL.
- **feature4**: Mobile nodes visit popular waypoints in the network.
- **feature5**: While moving, mobile nodes usually (but not always) visit the closest waypoint first.
- **feature6**: The distribution of mobile nodes is non-uniform in the network.
- **feature7**: Mobile nodes with common interests form communities and only tend to move around their communities of interests.

We capture all seven of these features in SMOOTH. Specifically, SMOOTH first creates communities with different levels of popularity, i.e., a few communities are more popular than the other communities. A mobile node in SMOOTH visits communities based upon their popularity level and, thus, meets a few mobile nodes more often than others. A mobile node in SMOOTH does not move around the simulation area randomly; instead, while moving, a mobile node is more likely to visit locations that are nearby to its current GPS location. We next describe how we created these communities in SMOOTH. We then show how SMOOTH meets feature1 - feature7 of real human walks.

A. Creating Communities

When evaluating real GPS traces (e.g., traces in [2]), it is evident that mobile nodes do not move randomly over the simulation area. Specifically, a mobile node visits a few

$^2$The truncated power-law distribution follows power-law up to a certain time after which it is truncated by an exponential cut-off.
(i.e., popular) waypoints more frequently than waypoints that are less popular. Such movement patterns of mobile nodes represent the social behavior of humans and, thus, form communities. In SMOOTH, we represent communities by clusters, where popular communities are denoted by clusters of bigger sizes. (A cluster-size is the number of waypoints that belong to the cluster.) In SMOOTH, clusters are formed per the following technique.

We assume that the total number of waypoints, \( N \), and the total number of clusters, \( C \), available for a mobile node to visit are fixed and are specified as user inputs. \( N \) is divided into \( C \) clusters of unequal sizes. The cluster sizes are unequal to mimic realistic scenarios (i.e., popular communities). For example, students spend more time in an academic building (including classrooms) than they spend in a food court. Similarly, within a building, there are places that are visited more often than others (e.g., classrooms are visited more often than a conference room). Therefore, within a cluster, we plot groups (of random sizes). Specifically, to plot the waypoints of clusters and groups (within a cluster), we use the following approach:

1) for every cluster:
   a) for first group in this cluster:
      i) Plot the first waypoint uniformly over the simulation area with the following caveat; i.e., no two waypoints that belong to different clusters are within each other’s transmission range.
      ii) Plot other waypoints that belong to this group within 0.1\( R \) (transmission range) of any of the waypoints that belong to this group.
   b) for every other group in this cluster:
      i) Plot the first waypoint such that it is within distance \( d \) from the last waypoint plotted for the previous group, \( \frac{Y}{3} \leq d \leq \frac{Y}{3} \), where
         \[
         Y = \frac{2Z}{C},
         \]

\( Z \) is the side of the simulation area and \( C \) is the total number of clusters in the network. The area spanned by a cluster depends upon the simulation area size and the total number of clusters in the network. For example, if a user wants to create a single community, then SMOOTH plots it as one large cluster with various groups of random sizes. Thus, our choice of \( d \) (to separate random groups) depends upon the simulation area size (i.e., \( Z \)) and the total number of clusters (i.e., \( C \)).

B. SMOOTH: A Simple Algorithm

In this section and the next, we describe how SMOOTH satisfies all the seven statistical features (feature1 - feature7) found in real human walks. Algorithm 1 describes an easy step-by-step working of SMOOTH. Further details on the algorithm follow.

In SMOOTH, a mobile node chooses a cluster (i.e., a community) with probability \( \propto \) to its size (Step 3), i.e., a bigger cluster is chosen more often than a smaller cluster and, thus, more mobile nodes visit the bigger clusters making them more popular (feature4 and feature6). From the selected cluster, a mobile node (uniformly) chooses a subset of waypoints to visit (Step 4). Since a bigger cluster has more waypoints, a mobile node chooses more waypoints to visit in a bigger cluster than a smaller cluster and, thus, spends more time in bigger clusters. Since every mobile node chooses a cluster with probability \( \propto \) to its size, a few mobile nodes meet each other more often than others (feature2 and feature7). While moving, a mobile node tends to visit the closest waypoint (i.e., the waypoint closest to its current GPS location); however, it may occasionally visit a farther location first (e.g., to attend a class that starts in a few minutes). To simulate this movement, the authors of [2] use a distance parameter \( \alpha \) that determines the probability of choosing the next waypoint via the LATP (Least-Action Trip Planning) algorithm. The LATP algorithm uses a distance function (i.e., \( \frac{1}{d^\alpha} \)) to calculate the probability of selecting the next waypoint to visit; \( d \) is the distance between the current waypoint and the unvisited waypoint and \( \alpha \) is the value of parameter \( \alpha \) that controls the selection of the next waypoint. For \( \alpha = 0 \), the next waypoint is selected randomly; for \( \alpha = \infty \), the next waypoint to visit is the closest waypoint.

In SMOOTH, we follow the same approach; that is, we use the LATP algorithm to select the next waypoint to be visited by the mobile nodes (feature1 and feature5). For details, please refer to Section III.C of [2]. Pause-times are distributed according to truncated power-law (Step 6), i.e., mobile nodes pause for a long time at a few waypoints and pause for a short time at the majority of waypoints visited (feature3). The input parameters to SMOOTH follow:

1) \( \text{nodes} \) is the total number of mobile nodes in the network.
2) \( \text{area} \) is the size of the simulation area.
3) \( \text{waypoints (N)} \) is the total number of waypoints in the network that mobile nodes can visit.
4) \( \text{range (R)} \) is the transmission range of a mobile node\(^3\).
5) \( \text{clusters (C)} \) is the total number of clusters (to be plotted) in the network.
6) \( \text{percent_waypoint (y)} \) is the percentage of waypoints visited by a mobile node from the selected cluster.
7) \( \alpha \) controls the selection of the next waypoint visited

\(^3\)Many mobility models do not require the transmission range. SMOOTH needs the transmission range to form communities.

<table>
<thead>
<tr>
<th>Algorithm 1 SMOOTH: pseudocode</th>
</tr>
</thead>
<tbody>
<tr>
<td>1. Divide the simulation area into several communities (see Section III-A for details).</td>
</tr>
<tr>
<td>2. for each mobile node do</td>
</tr>
<tr>
<td>3. Select a community with probability ( \propto ) to its size.</td>
</tr>
<tr>
<td>4. Select a subset (y%) of waypoints to visit from the selected community.</td>
</tr>
<tr>
<td>5. Visit the selected waypoints via the LATP algorithm (see Section III-B for details).</td>
</tr>
<tr>
<td>6. At each waypoint, pause for a pause-time distributed by power-law.</td>
</tr>
<tr>
<td>7. end for</td>
</tr>
</tbody>
</table>
by a mobile node in the LATP algorithm.

8) \( \beta \) is the levy exponent used for the pause-time distribution (i.e., describes the asymptotic behavior of the distribution).

9) \((\text{min\_pause, max\_pause})\) is the minimum and the maximum allowed pause-time (in seconds) for a mobile node.

C. Power-law flights and ICTs

In this section, we validate that our simple technique (described in Section III-A) for creating communities generates synthetic traces that preserve the statistical features observed in real human movement. Specifically, we validate that SMOOTH generates synthetic traces that have flights and ICTs (intercontact times) distributed according to truncated power-law (i.e., feature1 and feature2). The distribution of flights is of interest, as it helps to predict the trajectories of human walks. Similarly, the ICTs distribution is important, as it represents how often the mobile nodes meet each other and, thus, predicts the probability of forwarding a packet during routing. Recent studies [8], [13] have shown that flights (of mobile nodes) and ICTs (among a pair of mobile nodes) follow truncated power-law.

To validate that SMOOTH preserves the statistical features of real human movement, we simulated the two scenarios listed in Table I. (We choose only two scenarios due to space constraints; however, we note that the results are the same regardless of the scenarios chosen.) Figure 1 shows the synthetic maps of waypoints generated by SMOOTH for these two scenarios; the simulation area size and the total number of waypoints are kept constant to illustrate the clustering effect. Specifically, as shown, Scenario I represents 10 communities and, thus, is shown as various clusters distributed over the simulation area. Scenario II, on the other hand, represents a single community and is, thus, represented by a few groups over the simulation area. We extracted the distributions of flights and ICTs among nodes for both of these scenarios. Figure 2 shows the CCDFs (Complementary cumulative distribution functions) of flights and ICTs generated by SMOOTH for the Scenario I listed in Table I (satisfies feature1 and feature2). Results for Scenario II are similar.

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Scenario I</th>
<th>Scenario II</th>
</tr>
</thead>
<tbody>
<tr>
<td>Nodes</td>
<td>20</td>
<td>10</td>
</tr>
<tr>
<td>Area (m^2)</td>
<td>1600x1600</td>
<td>1600x1600</td>
</tr>
<tr>
<td>Clusters</td>
<td>10</td>
<td>1</td>
</tr>
<tr>
<td>Waypoints</td>
<td>1000</td>
<td>1000</td>
</tr>
</tbody>
</table>

TABLE I
EXAMPLE SCENARIOS SIMULATED ON SMOOTH.

IV. SLAW: A MODEL BASED ON REAL GPS TRACES

The SLAW mobility model was developed using the real GPS traces collected from five outdoor sites [2]. An analysis of SLAW concludes that SLAW meets feature1 - feature7. SLAW also models the following statistical feature of real human movement:

- feature8: The distribution of waypoints over the simulation area is self-similar.

The synthetic mobility traces generated by SLAW are expected to be similar to the real GPS traces used in its development; however, using the SLAW mobility model can be extremely complex. For example, the waypoint placement technique used in SLAW to meet feature8 requires a complete understanding of the \( \eta \) parameter. The real GPS traces used in [2] were analyzed to find the \( \eta \) values for each of the five outdoor sites. The \( \eta \) value is used to control the degree of self-similarity; a greater \( \eta \) value represents a higher degree of self-similarity in the network.

Algorithm 2 presents SLAW; \( x, y, \) and \( N \) are user inputs to the SLAW mobility model. The waypoints are distributed over the simulation area (Step 1) in a self-similar manner (feature8) using a technique related to Brownian Motion [16]. The \( \eta \) parameter can take values within a pre-defined range \( 0.5 < \eta < 1 \); for a \( \eta \) value close to 1, the process is highly self-similar. In the context of waypoints’ placement, a higher \( \eta \) value means that the network looks more self-similar at different scales than with a lower \( \eta \) value.

As shown in our previous work [18], a network remains mostly partitioned in SLAW. The high amount of network partitioning is due to two reasons: inter-cluster partitioning and intra-cluster partitioning. Specifically, in SLAW, clusters are formed (Step 2) via transitive closure, i.e., the waypoints...
Algorithm 2 SLAW: pseudocode

1. Distribute $N$ waypoints over the simulation area in a self-similar manner (controlled by the $hurst$ parameter).
2. Divide the distributed waypoints into clusters via transitive closure.
3. for each node do
4. Select $x$ clusters with probability proportional to cluster-weight.
5. Randomly select $y\%$ of waypoints from each of the $x$ selected clusters.
6. Visit all selected waypoints (i.e., one trip) via the LATP algorithm (see Section III-B for details).
7. At each waypoint, pause for a pause-time.
8. Randomly replace one of the $x$ clusters after every trip.
9. end for

that are connected to each other through multiple links form one cluster [2]. Due to this cluster-formation technique, mobile nodes visiting waypoints that belong to different clusters are partitioned and, thus, contribute to the inter-cluster partitioning. Similarly, within a cluster, a mobile node chooses a subset of the waypoints to visit; the waypoints selected by a mobile node to visit may not be connected. Therefore, within a cluster, the mobile node pairs that have no communication routes among them are unable to communicate and, thus, contribute to the intra-cluster partitioning.

The cluster-weight (Step 4) is defined by the number of waypoints in a cluster. Since clusters are of different weights, a cluster with a higher weight is selected more often than a cluster with a lower weight. Once a mobile node chooses a subset of waypoints to visit (Step 5), it visits them according to the LATP algorithm (Step 6). Pause-times are distributed according to truncated power-law (Step 7), i.e., mobile nodes pause for a long time at a few waypoints and pause for a short time at the majority of waypoints visited.

Mobile nodes in SLAW tend to move around predefined areas of mobility. For example, a node replaces (uniformly and randomly) one cluster after every trip (Step 8). Therefore, a node spends more time in a few clusters than others and, thus, has shorter ICTs with the mobile nodes that are moving within those clusters. The goal of SLAW is to capture statistical features of real human movements. Next, we describe how to imitate SLAW with SMOOTH, and with much less effort and complexity.

V. SMOOTH CAN IMITATE SLAW

Both SMOOTH and SLAW were constructed by extracting statistical features present in real human movement. SMOOTH was created via several known features of real human movement. SLAW, on the other hand, was created from analysis of real GPS traces collected from five different outdoor sites. The GPS traces used in the development of SLAW were collected from sites that represent diverse scenarios. To develop a mobility model that can cater the needs of a wide range of users, the mobility traces used in its development should be collected from different scenarios (e.g., city, campus, offices).

The synthetic traces generated by SLAW seem to match well with the real GPS traces used in its development. To validate that SMOOTH generates synthetic traces that can mimic real human movement in diverse scenarios, we compare the synthetic traces generated by these two mobility models. First, since the synthetic traces generated by SLAW heavily depend upon the associated $hurst$ value, we discuss how to tune SMOOTH to imitate the $hurst$ effect in this section. We then validate that SMOOTH can mimic SLAW.

A. The Hurst Effect

As mentioned in Section I, it is difficult to estimate the $hurst$ value from a given data set. Specifically, there are various techniques that have been developed to estimate the $hurst$ value from a given data sample. These techniques, however, require a full understanding of both the estimation technique and the characteristics of the data set involved in the estimation process [20]. For example, the real GPS traces used in the development of SLAW have been collected from five different outdoor scenarios. Table II lists these five scenarios and their respective $hurst$ values. These values have been deduced by using the aggregated variance technique of estimating the $hurst$ parameter for a given data set [9]. Specifically, for a given scenario (e.g., Kaist in Table II), the waypoints registered in every trace are plotted. The simulation area is then divided into squares of the same size (i.e., 5m x 5m); we refer to the side of the square as $u$. The normalized count of waypoints in each square (i.e., the number of waypoints/square area) and the variance among these normalized counts is calculated. The process is then repeated using a bigger value of $u$ (e.g., 25m). The variance among these normalized counts for each value of $u$ is plotted on a log-log scale. If the plotted variance decays no faster than -1, then the data sample has the value of $hurst = 1 - \beta$, where $\beta$ is the absolute value of the slope of the plotted variance.

In SLAW, the precision of the waypoints’ placement technique increases with an increase in the number of levels. We now show that tuning SMOOTH’s random groups placement technique accurately imitates the $hurst$ effect, and, thus, satisfies feature 8. We explain our modified random groups placement technique next.

B. A Simple Technique To Imitate the Hurst Effect

As discussed in Section II, our previous work in [18] shows that the $hurst$ value in SLAW significantly affects the following three metrics of interest:

- $A_{sp}$: Hops: Average shortest-path hop count

<table>
<thead>
<tr>
<th>Scenario</th>
<th>Waypoints</th>
<th>Area</th>
<th>$hurst$</th>
<th>Hours</th>
<th>Clusters (C)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Kaist</td>
<td>10598</td>
<td>10256x18650</td>
<td>0.80</td>
<td>1443.15</td>
<td>459</td>
</tr>
<tr>
<td>NCSU</td>
<td>3316</td>
<td>2386x2347</td>
<td>0.65</td>
<td>310.02</td>
<td>24</td>
</tr>
<tr>
<td>NYC</td>
<td>1105</td>
<td>31432x18900</td>
<td>0.55</td>
<td>293.21</td>
<td>127</td>
</tr>
<tr>
<td>State Fair</td>
<td>691</td>
<td>11413x995</td>
<td>0.75</td>
<td>371.01</td>
<td>8</td>
</tr>
<tr>
<td>Disney</td>
<td>4085</td>
<td>8214x9446</td>
<td>0.75</td>
<td>378.08</td>
<td>236</td>
</tr>
</tbody>
</table>

Table II: Original scenarios extracted from the GPS traces used in [2].
• ANP: Average network partitioning
• ANC: Average neighbor-count

Specifically, for a given pair of values of area and number of nodes, ANP and ANC are maximum for the lowest hurst value in SLAW (close to 0.5). Similarly, \( A_{sp} \times \text{Hops} \) is maximum for the highest possible hurst value in SLAW (close to 1.0). To imitate the SLAW hurst effect accurately in SMOOTH, we can control the following two characteristics of the random groups plotted per cluster:

• The maximum size (s) of a group controls the ANC in the network and
• The maximum distance (x) of a waypoint from other waypoints in the group controls the metrics (\( A_{sp} \times \text{Hops}, \) ANP) in the network.

Within a given SMOOTH cluster, the first group is plotted by choosing a reference point (uniformly and randomly distributed over the simulation area); this reference point is the first plotted waypoint. In our modified SMOOTH (to mimic SLAW), we add other waypoints to the group within x meters of any of the waypoints that belong to this group. We also restrict the maximum size of a random group to s. As discussed previously, the other groups of waypoints in this cluster are plotted by choosing a new reference point, such that its distance \( d \) from the last waypoint plotted for the previous group is \( \frac{1}{Y} \leq d \leq \frac{Y}{2} \). As a reminder, \( Y \) is a constant that depends upon the size of the simulation area (i.e., Z) and the total number of clusters (i.e., C) in the network.

To imitate SLAW, we choose (x, s) according to the hurst value. See Table III for details. Controlling these two characteristics of a random group in a cluster accurately imitates the degree of self-similarity controlled by the hurst parameter. ‘NA’ in Table III denotes that there is no limit on the maximum size of a random group for this hurst value (e.g., 0.55); as discussed, ANC is maximum for \( \text{hurst} = 0.5 \). We note that we used a constant transmission range (R=100m) in our work, which is consistent with the work in [2].

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Area</th>
<th>Hurst</th>
<th>Waypoints</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1000, 1200, 1500, 1800, 2000</td>
<td>0.55, 0.65, ..., 0.95</td>
<td>800, 1100, 1400, 1700, 2000</td>
</tr>
</tbody>
</table>

TABLE IV
SLAW PARAMETERS WITH A REQUIRED RANGE OF VALUES

The values obtained for three metrics (\( A_{sp} \times \text{Hops}, \) ANP, ANC) to obtain, we simulate the five original scenarios used in the development of SLAW [2].

Statistical features extracted from the synthetic traces generated for the five original scenarios.

We provide an easy to use equation to calculate \( C \) for a given choice of area and hurst values. In Table II, we note that the number of clusters for the NYC scenario is far less than the number of clusters for the Kaist scenario, even though NYC has a larger simulation area size and a much lower hurst value. We also noted that the number of waypoints in the Kaist scenario is ten times the number of waypoints in the NYC scenario. Thus, in our regression analysis (described next), we use the number of waypoints as one of the input parameters.

We simulated SLAW for all 125 possible combinations of the values listed in Table IV and calculated the parameter \( C \). Specifically, we ran 200 iterations of SLAW for each of the 125 possible combinations. We note that the combinations cover a large space of possible SLAW inputs. The number of clusters obtained in all the iterations were then averaged. (All the results used in this analysis are with a confidence interval of 95%). Using these averaged results for the number of clusters, we then fit a linear model for the parameter \( C \) via linear regression. The fitted linear model for the parameter \( C \) is given by equation 2. The coefficient of determination for this model (i.e., equation 2) is 94% and, thus, provides a very good estimate of the number of clusters that SLAW will generate for a given pair of values of area and hurst.

\[
C = 37.0 + 0.205 \text{area} - 0.228 \text{area} \times \text{hurst} + 77.4 \text{hurst}^2 - 110 \text{hurst} \quad (2)
\]

C. Validation Results

SLAW is based upon real GPS traces collected from diverse scenarios. The synthetic traces generated by SLAW seem to match well with these real GPS traces. Thus, to validate that SMOOTH generates synthetic traces that can mimic SLAW and real human movement, we compare the synthetic traces generated by SMOOTH with the synthetic traces generated by SLAW. Specifically, we compare SMOOTH and SLAW for the following criteria.

• The values obtained for three metrics (\( A_{sp} \times \text{Hops}, \) ANP, ANC). To obtain, we simulate the five original scenarios used in the development of SLAW [2].
1) Metric Values: As discussed previously, in SLAW the placement of waypoints over the simulation area is controlled by the *hurst* parameter. The original GPS traces used in the development of SLAW were analyzed to estimate the *hurst* values for their respective sites. In this section, we use the five original scenarios used in [2], [9] and compare the synthetic traces generated by SLAW and SMOOTH for the metric values and the statistical features extracted (i.e., flights and ICTs distribution). Table II lists these five scenarios. Figure 3 shows the synthetic maps of waypoints generated by SLAW and SMOOTH for two of these five scenarios; the NCSU and the State Fair scenarios (the 2nd and the 4th scenario in Table II), respectively. (The synthetic maps generated by SMOOTH for the other three scenarios are similar; they are not included due to space constraints.) The synthetic maps generated by SLAW are plotted using the *hurst* values extracted from their respective GPS traces used in [9]. The synthetic maps generated by SMOOTH are plotted using our simple scheme described in Section V-B. Specifically, for a given *hurst* value, we calculated the values of *(C,x,s)* and simulated SMOOTH for these values. We note that even though SMOOTH does not use the precise waypoint placement technique as SLAW does (using the *hurst* parameter), SMOOTH accurately preserves the statistical features of real human movement. To illustrate, we compare the metric values and the CCDFs of flights and ICTs generated by SLAW and SMOOTH, and validate that our simple waypoint placement technique used in SMOOTH imitates the *hurst* effect in SLAW.

We compared SLAW and SMOOTH for the values obtained for the following three metrics: *A*<sub>smooth</sub>Hops, ANP, and ANC. To obtain these values, we simulated the scenarios listed in Table II. For every scenario, we simulated 200 independent simulation runs. We discarded the first 50 hours of simulation time to avoid any initialization bias in the simulation results; discarding 50 hours is consistent with the work in [2]. During every simulation run, we took a snapshot of the network at the 51<sup>st</sup> hour of the simulation time. We calculated the metric values during every snapshot. We then averaged the metric values over all the snapshots taken. We simulated SLAW for these scenarios using the *hurst* values extracted from their respective GPS traces. In SMOOTH, we first calculated the number of clusters for each of these five scenarios. (See Section V-B1 for details.) We then simulated SMOOTH for these five scenarios using *(C,x,s)* as input parameters. (See Sections III and V-B for details.) Table V lists the values obtained for these three metrics from both mobility models; all values listed were calculated using a confidence interval of 95%. As shown in Table V, SLAW and SMOOTH produced similar metric values for the five scenarios. For a list of values used for the other simulation parameters (kept constant) during simulation, see Table VI. For details about these input parameters, see Section III.

2) Statistical Features: SLAW is constructed by extracting statistical features of real human movement from real GPS traces. In [2], SLAW was validated by comparing the statistical features extracted from its synthetic traces with the features extracted from the real GPS traces. To validate that SMOOTH imitates real human movement, we compare the statistical features extracted from the synthetic traces generated by both of these mobility models. Specifically, we compare the two mobility models for the CCDFs of flights and ICTs for several synthetic traces from each model. The traces were generated for all the scenarios listed in Table II; however, due to space constraints, we only plot the CCDFs extracted for two of these scenarios (i.e., the NCSU and the State Fair scenarios listed in Table II). Figures 4 represents the CCDFs of flights obtained from the synthetic traces generated by SLAW and SMOOTH for the State Fair and the NCSU scenarios. As shown, the CCDFs of flights extracted from SMOOTH’s synthetic traces match well with the CCDFs of flights extracted from SLAW’s synthetic traces.

Similarly, we extracted the distribution of ICTs (among every pair of mobile nodes) for the scenarios listed in Table II.

![Synthetic maps generated by SLAW (NCSU) and SMOOTH (NCSU)](image)

![Synthetic maps generated by SLAW (State Fair) and SMOOTH (State Fair)](image)

![Synthetic maps generated by SLAW and SMOOTH](image)

![Table V](image)
To compare the synthetic traces for the two mobility models, we plot the CCDFs of the ICTs for the NCSU and the State Fair scenarios (the 2nd and the 4th scenarios listed in Table II). Figures 5 represent the CCDFs of ICTs obtained from the synthetic traces generated by SLAW and SMOOTH for the State Fair and the NCSU scenarios. As shown, the CCDFs of ICTs extracted for the two mobility models match well.

VI. PERFORMANCE EVALUATION OF DTN ROUTING PROTOCOLS

The movement patterns of mobile nodes significantly affect the performance of a routing protocol. Thus, we investigate how a routing protocol performs on SMOOTH in this section. For this purpose, we simulated three different routing protocols on SMOOTH. In [2], two different classes of DTN routing protocols (i.e., memoryless and memory-full) were simulated on the synthetic mobility traces generated by SLAW. In a memoryless routing protocol, a mobile node waits until it meets the destination node (of the packet) and, thus, the packet is routed in a single hop. In a memory-full routing protocol, on the other hand, a mobile node uses its past contact information (with other mobile nodes) in making its routing decisions. Specifically, a mobile node keeps timestamps that denote its past meeting times with the other mobile nodes. In [2], the authors conclude that since SLAW can predict the distribution of ICTs among a pair of mobile nodes well, a memory-full routing protocol performs better on SLAW than on other random mobility models. In other words, the regularity of trips in the SLAW mobility model helps mobile nodes make better decisions regarding packet forwarding.

To validate SLAW [2], five DTN routing protocols (i.e., Random Forwarding [21], Direct Transmission [21], PRoPHET [22], LET [23], and ECT [2]) were evaluated over the synthetic mobility traces generated by SLAW. LET [23] refers to a metric called Last Encounter Time, in which a mobile node chooses the neighbor node that has most recently met the destination to relay a packet for that destination. ECT was introduced by the authors of SLAW and refers to a metric called Expected Contact Time. ECT is computed as the difference between LET and ICT for a pair of mobile nodes and denotes the expected time remaining before their next encounter. Thus, a neighbor node with a lower value of ECT is chosen as a relay for the packet, as it is more likely to meet the destination sooner than other mobile nodes. To validate that SMOOTH preserves the regularity in human walks and predicts the ICTs of a pair of mobile nodes similar to SLAW, we simulated one memoryless and two memory-full routing protocols used in [2]. Specifically, we compared the performance of Direct Transmission, LET, and ECT on the synthetic mobility traces generated by SMOOTH.

We simulated these three routing protocols on the ONE simulator for DTN protocol evaluation [24]. For this purpose, we generated synthetic mobility traces via SMOOTH for 50 mobile nodes. The movement traces were collected for 200 hours. To avoid any initialization bias, we discarded the first 50 hours of movement data. (Discarding 50 hours is consistent with the work in [2].) Source and destination pairs for packets are randomly chosen. During simulation, the speed for all mobile nodes is set to 1m/s (again consistent with the value for the node speed used in [2]). We simulated all three of these routing protocols for four different transmission range values. For simulation purposes, we used the original scenarios listed in Table II. Specifically, the values for the input parameters such as the total number of waypoints available for a mobile node to visit, the size of the simulation area, etc. were kept the same as found in the scenarios extracted from the real GPS traces used in SLAW. In [2], to evaluate the effect of the nodes’ mobility on the performance of a routing protocol,
the nodes maintained full historical information. Specifically, the entries of past contacts were not deleted even when they became stale. This procedure was also done in SLAW.

Figure 6 shows the delay measurements obtained by simulating these three routing protocols for the NCSU scenario. As mentioned previously, the size of the simulation area and the other parameters (e.g., the total number of waypoints available for a mobile node to visit, total number of clusters in the network etc.) are set to the same values as used in Section V-C for the NCSU scenario. As shown in the figure, SMOOTH differentiates well among the performance of these three DTN routing protocols. As shown, the Direct Transmission performs poorly, as a mobile node waits until it meets the destination node of the packet. LET performs better than Direct, as it uses its past contact information to forward packets. ECT, as concluded in [2] for SLAW, performs the best due to the metric used in making routing decisions. In ECT, a mobile node forwards its packet to a neighbor node that has the least remaining expected contact time with the destination and, thus, incurs a lower delay in routing a packet than other protocols.

In summary, SMOOTH provides delay results that are very similar to the results provided by SLAW in [2].

Fig. 6. Average routing delays for the three DTN routing protocols on SMOOTH.

VII. CONCLUSION

In this work, we developed a simple mobility model, SMOOTH, that was created using known features of human movement. To be widely adopted by the research community, a mobility model should be simple to understand and use. The waypoint placement technique used in SMOOTH is easy to understand and use. We validated our mobility model by comparing the statistical features extracted from its synthetic traces with the features extracted from the synthetic traces generated by SLAW. SMOOTH provides a very good match for these statistical features and is also able to predict the performance of a routing protocol, similar to SLAW.

ACKNOWLEDGMENT

We thank Stuart Kurkowski for allowing us to use his code for calculating the metrics. This work supported in part by NSF Grant CNS-0848130. Research group’s URL is http://foliers.mines.edu. This site gives details on obtaining SMOOTH.

REFERENCES
