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ABSTRACT 
This paper examines the separation of speech signals from 
additive noise using a recently proposed signal, noise 
segmentation approach based on statistical properties of 
the spectrogram [1,2]. Competitive ASR results were 
reported in [3] despite using only crude spectrogram 
shape information suggesting that the approach offers 
high reliability in identifying regions of different signal 
dominance and might be robust down to negative SNRs. 
This paper extends these early results in two directions. 
First extension investigates the contribution of 
spectrogram shapes plus magnitudes versus shapes alone, 
the same ASR experiments as in [3] are repeated but this 
time with magnitude information recovered in regions 
deemed to contain speech. Results show consistent 
improvement for all SNRs down to -5dB. Second 
extension relates to computational efficiency, a modified 
one-pass version of the originally iterative process is 
proposed by deducing empirically an optimal final 
stopping condition for each SNR. This is found to reduce 
computational time significantly (factors ranging from 7 
to 18) whilst improving ASR accuracy.  
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1.  Introduction 
 
The task of separating speech from additive noise remains 
a challenge despite decades of research. Conceptually a 
noisy speech signal can be divided into three regions: 
 speech dominant 
 noise dominant, and 
 regions of uncertainty. 

A primary difficulty lies in identifying these regions and 
knowing how to handle regions of uncertainty before 
noise estimation and subsequent noise compensation. 
Thousands of man years have been dedicated to research 
in this field. However, most current techniques are still 
not very successful when noisy signals approaches 0dB, 
let alone negative SNRs. 
 
A recent approach to segmentation of signals in additive 
noise was proposed by Hory et al [1, 2]. The algorithm 
operates on the 3-dimensional view of a signal, i.e. the 

spectrogram, which displays energy information along 
both time and frequency axes. The spectrogram is 
considered as an image and is divided into sub-images 
where local signal content is analysed. Extraction of 
signal-dominant regions is then based on properties of 
these sub-images. The algorithm has been implemented 
independently and its potential in a speech enhancement 
task is reported in [3]. 
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Figure 1: Segmentation results of 0dB AWG noise corrupted speech 
signal: (a) noisy spectrogram, (b) segmented spectrogram (signal 
dominant regions extracted). Spectrogram dimensions: vertical 
frequency axis (1-4kHz), horizontal time axis (0-0.1s). 
 
Figure 1 shows example spectrograms of an additive 
white Gaussian (AWG) noise corrupted speech signal 
before and after segmentation. The segmentation 
approach is a step-by-step one in which signal dominant 
regions are identified gradually in accordance to the 
degree of dominance. Accurate classification of these 
regions is likely to lead to better noise estimation and 
hence more accurate noise compensation. Compared to 
conventional approaches which also address the problem 
in the time-frequency domain, e.g. Boll[4], Stahl et al[5] 
and many others, Hory’s segmentation approach is 
potentially superior due to close integration of the time 
and frequency axis. 
 
This paper serves as an extension to work presented in [3] 
where ASR experiments were carried out using only 
shape information, i.e. regions deemed to contain speech 
are set to a common ceiling amplitude and other regions 
to a common floor amplitude in order to investigate the 
importance of spectrogram shapes and reliability of the 
segmentation algorithm in classifying different regions. 
Amplitude information was not included to avoid possible 
bias in ASR results by the influence of noise present in 
speech regions. For the first extension, similar ASR 
experiments are repeated but this time with the magnitude 



information included in regions deemed to contain 
speech. This provides a basis for assessing the importance 
of speech spectrogram shapes against the same shapes 
with the original magnitude information. This would then 
serve as a prelude to noise estimation and compensation.  
 
The second extension relates to computational efficiency. 
The original process grows signal regions through seed 
propagations in iteratively expanding working area. A 
more efficient version of this process is suggested by 
proposing a direct method of determining the final 
working area. ASR results and comparison of 
computational time are obtained for both the original and 
efficient versions.  
 
The remainder of this paper is structured as follows. In 
Section 2 a brief description of the segmentation process 
is presented. Extensions made and associated results are 
reported in Section 3 and finally conclusions in Section 4. 
 
 
2.  Segmentation Procedures 
 
In conceptual terms it is convenient to consider the 
spectrogram as a conventional pixel-based image. The 
segmentation process begins by associating each pixel to 
a neighbourhood of pixels, forming sub-images called 
cells that are accrued over the whole image. Next, two 
local statistical features: the mean energy (Feature1) and 
the standard deviation (Feature2) of pixel energies are 
derived from each cell to construct the so called Feature-
Space (FS), where the analysis of the signal content and 
segmentation of the spectrogram is performed. Each pixel 
is associated with a cell and those cells that are 
predominantly in regions of noise are assumed to have 
different statistics to those cells that are in regions 
containing speech signal. Thus the two cases occupy 
different regions in the FS. 
 
The segmentation process is controlled by the estimated 
probability density function of the statistics associated 
with noise pixels (noise PDF) which has been proven to 
be a gamma distribution [1]. The parameters for the noise 
PDF are estimated from Feature1 using maximum 
likelihood estimation. This distribution assists in deducing 
a limit, l that divides the FS into two areas: the working 
area and the noise confidence area by assuming a 
detection error, Pe such that Pe =prob{Feature1}>l(i) 
where i refers to the ith iteration in the segmentation 
process. The first area proposes candidates for selection 
and propagation of seeds, which would be discussed later; 
whilst the second contains FS elements that most 
probably corresponds to noise pixels in the spectrogram. 
 
In the second stage, a theoretical grid is computed with 
parameters associated to signal contents. The grid 
superimposes onto FS and guides the seed selection, 
whereby a circular bin centered at the highest point of the 
grid works its way down the grid until at least one FS 

element fall inside the bin. The corresponding pixel in the 
spectrogram act as a seed. If neighbouring pixels of the 
seed corresponds to FS elements that lie in the working 
area, they would be turned into seeds and their neighbours 
go through the same process. All spectrogram pixels that 
have been turned into seeds are assumed to correspond to 
signal-dominant regions and are segmented (extracted). 
This process is repeated until neighbours of all current 
seeds have FS elements that lie outside of the working 
area. This process is repeated by moving the bin down to 
encompass new seeds until the bin reaches the limits of 
the working area, indicating the end of one iteration. 
Figure 2 shows the FS of the first iteration of the 
spectrogram shown in Figure 1(a). 

 
Figure 2: An illustration of the Feature-Space, theoretical grid 
(small circle), circular bin (oval circle), working area (shaded white) 
and noise confidence area (shaded grey). 
 
For subsequent iterations an updated estimated noise 
PDF, a new limit and a new theoretical grid are computed 
from FS elements that have not been segmented in 
previous iteration. The new limit will always be smaller 
due to a reduction in Feature1, thus enlarging the working 
area and leading to a new seeds candidates. Since more 
and more areas of signal regions are being extracted after 
each successive iteration, the estimated noise PDF 
becomes increasingly accurate. The segmentation process 
eventually stops when the likelihood function converges, 
i.e. when the iteratively decreasing limit (deduced from 
the PDF) becomes almost constant, indicating that nearly 
all the regions that contain signal have been segmented.  
 
 
3.  ASR experiments 
 
The experimental work reported in this paper was 
performed on a subset of the TIDigits database [6]. A set 
of 8440 utterances were used for training and a set of 
1001 utterances for testing. Training was conducted with 
clean speech. Testing sets were produced by adding AWG 
noise at six different noise levels ranging from 20dB to -
5dB. The experimental setup is identical to that of the 
Aurora 2 database and experimental protocols [7], except 
for the use of AWG noise. 



3.1 Segmentation with Magnitude Information 
 
Experimental works reported here uses the same setup as 
in [3] except that the magnitude information in regions of 
the spectrogram deemed to contain speech is retained by 
multiplying the segmented spectrogram with a scaling 
map. The scaling map is created such that its corres-
ponding regions of signal dominance are set to unity and 
other regions to 0.001. In doing so the spectral variations 
of the speech signal are retained in speech dominated 
regions whereas the noise is suppressed in noise dominant 
regions. Example results are illustrated in Figure 3.  
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Figure 3:  An illustration of spectrogram segmentation. (a) A speech 
signal with utterance ‘139O’ is corrupted with AWG noise at 0dB. 
Segmented spectrograms are illustrated in (b) two-level, without 
magnitude information and (c) with recovered magnitude 
information. Spectrogram dimensions: vertical frequency axis (1-
4kHz), horizontal time axis (0-0.1s) 
 
To assess and compare the importance of spectral shape 
and magnitude, ASR experiments are performed with 
both signal sets, with and without spectral magnitude 
information. ASR results are presented in Figure 4. 
Profiles are plotted for the baseline set, i.e. without 
segmentation, the two-level segmented set, i.e. 
morphological filtered set without magnitude information 
as in [3], and after the recovery of spectral magnitude 
information. Figure 4 shows that the two-level set 
achieved a marked improvement over the baseline for all 
SNRs below 20dB. Greater improvements are obtained 
when the magnitude information is replaced. Performance 
at clean condition now approaches that of the baseline, 
presumably because the reliable information that was lost 
through two-level segmentation is recovered. Even as low 
as -5dB, the recovery of spectral magnitude information is 

shown to lead to an improvement in word accuracy from 
7% to 23%, c.f. 18% with two-level segmentation alone. 

 
Figure 4: ASR results in terms of word accuracy plotted against 
SNR for the baseline set, morphologically processes set with shape 
only and with both shape and magnitude. 
 
The recovery of spectral magnitude information is proved 
to be beneficial despite the fact that the corrupting noise 
at speech dominated regions is not compensated. The 
operation can be thought of as the extraction of speech 
dominant regions of the spectrogram where the spectral 
magnitude information is less affected by the presence of 
noise and hence more reliable for ASR purposes.  
 
3.2 Computational Efficiency 
 
In the original segmentation process signal regions are 
identified via an iterative process using statistical 
properties until given termination criteria are met, i.e. 
when limit, l  between subsequent iterations becomes 
almost constant and when there is no more seed to be 
found in the working area. This process can be fully 
automatic and does not require prior SNR knowledge.  
However, it is highly computationally intensive. 
 
This paper assesses the importance of the two most time-
consuming steps in the algorithm, namely the iterative 
searching of the final limit, l, and the seeding process. 
Two revised versions of the algorithm as described in 
Section 3.2.1 and 3.2.2 below have been proposed to 
improvise its computational efficiency. Comparison in 
term of computational time and ASR accuracy are 
obtained for all original and revised versions. 
 
3.2.1 Version I: Fixed final limit with propagation 
 
It is found that within the same SNR the ratios between 
the highest Feature1 value and the final limit, l (limit of 
the last iteration) are almost consistent. Thus it is 
proposed that the final limit can be computed 
straightaway from the feature space using appropriate pre-
determined SNR dependent ratios. Using ratios recorded 
from experiments in Section 3.1 as references, numerous 
values above and below the average of those ratios are 
tested to find one that gives optimal ASR accuracy. Table 



1 below shows optimal ratios found empirically for each 
SNR. With these ratios, the final limit can be determined 
instantly using Equation (1) without the iterative 
searching. After the final limit has been determined, seeds 
are selected and propagated as in the original process.     

                         

m ax( 1), .............................(1)F eaturelim it l
ra tio

=

 
SNR(dB) Clean 20 15 10 5 0 -5 
ratio 100 30 19 10.5 6 3.8 2.5 

Table 1: Optimal ratios found empirically for each SNR 
 
 
3.2.2 Version II: Fixed final limit without 

propagation. 
 
This section assesses the importance of the seeding 
procedure (seeds selection and propagation). The same 
experiment as explained in Section 3.2.1 is run but this 
time with the seed propagation step excluded. With this 
much faster procedure, everything is the working area is 
mapped back to the spectrograms signal area, assuming 
that it originates from the signal-dominant regions. The 
consequence of doing so is that some regions might be 
labelled as signal when they might have otherwise been 
left as noise i.e. not reached but the morphological 
seeding process. A further significant reduction in 
computational time is however expected. 
 
Table 2 shows average computational time consumed to 
process one speech file using Algorithm Version I and II 
as compared to the original algorithm. Numbers shown 
are fraction of units of time needed if original algorithm 
takes 1000 units of time to process a file.  Figure 5 
compares the ASR performance of all 3 algorithms. 

SNR(dB) Clean 20 15 10 5 0 -5 
Version I  168 200 245 252 299 341 422 
Version II 54 68 75 81 97 110 140 

Table 2: Comparison of computational time consumed to process 
one speech file using Algorithm Version I and II as fraction of time 
consumed by the original algorithm. 
 
As expected version II achieved bigger reduction in 
computational time with factors ranging from 7 to 18. 
This is however compromised by its decline in ASR 
accuracy when compared to version I as shown in Figure 
5. The ASR performance of Algorithm Version 1 shows 
that the idea of fixed thresholding seems to give 
surprising better results than the original iterative 
searching process. This can be at least partially explained 
by the observation that the original limit searching 
process is fully automatic whereas the fixed ratios shown 
in table 1 are based on known SNR values and have been 
deduced empirically. It could also mean that the 
parameter Pe used in the original algorithm is not optimal. 
Nonetheless, the results are certainly promising 
warranting further experiments. Comparing ASR 
performances of version I and version II also verifies the 
importance of the seeding process.  
 

 
Figure 5: ASR results in terms of word accuracy plotted against 
SNR for the original algorithm, Algorithm Version I and Version II. 
 
 
4.  Conclusion 
 
This paper has extended recent work on signal 
segmentation proposed by Hory et al [1,2]. Experimental 
results indicate potential of the segmentation process in 
area of speech enhancement. The process highlights 
concept of regions in time and frequency space. Relative 
merits of pure spectrograms signal regions shape and 
shape plus magnitude information have been investigated. 
Attempts to improve computational efficiency using fixed 
thresholding gives surprisingly better results which could 
lead to possible optimization of the original algorithm. 
The next stage is to apply some form of spectral 
compensation or subtraction to signal regions.  
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